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Abstract – The “Language Technology for eLearning” (LT4EL) project integrates semantic knowledge in a Learning Management System to enhance the management, distribution and especially the cross-lingual retrieval of learning material. One of the results achieved in the project is the construction of a language-independent domain-ontology with lexicons of eight languages linked to it. Learning objects of these languages have been annotated with concepts from this ontology. The ontology management system allows for semantic search which has been proven to be more effective than simple full text search for all languages of the project.
I. Introduction
Given the huge amount of static and dynamic contents created for eLearning tasks, the major challenge for their wide use is to improve their accessibility within Learning Management Systems (LMS). The LT4eL project
 tackles this problem by integrating semantic knowledge to enhance the management, distribution and retrieval of the learning material. 
Several tools and techniques are under development within the Semantic Web initiative which can play a significant role also within eLearning. In particular, ontologies can be employed to query and navigate through the learning material and can thus improve the learning process. 

Ontologies give the possibility to develop a more dynamic learning environment with better access to specific learning objects. Standard retrieval systems, which are usually employed within LMSs only consider the query terms, they do not take into account the systematic relationships between the concepts denoted by the queries and other concepts that might be relevant for the user. Ontologies, on the other hand, can be used as an instrument to express and exploit such relationships, which can improve the search results and allow for more sophisticated ways to navigate through the learning material. Furthermore, by linking the ontology to language specific lexicons, multilingual retrieval is enabled. We believe that the potential of ontologies in the area of multilingual retrieval is not sufficiently exploited yet. With our project we intend to make a contribution in this direction.
This paper discusses the role of the domain-specific ontology we have developed in the LT4EL project and of lexicons in several languages, i.e. the languages addressed in our project:  English, German, Dutch, Polish, Portuguese, Romanian, Bulgarian and Czech, as well as the conceptual annotation of Learning Objects (LOs) for semantic search and retrieval of documents. The relation between the domain ontology and the learning objects is mediated by two kinds of information (or layers of information, as they are called in [2]): a) domain lexicons and b) concept annotation grammars. In our model the lexicons are based on the ontology, i.e. lexicons for the various languages have been compiled on the basis of this ontology, its concepts and relations. In a further step, the terms in the lexicons are mapped to grammar rules for the partial analysis of documents. These rules constitute annotation grammars which identify and annotate the ontological concepts in the texts.
We demonstrate the usefulness of this architecture – ontology, lexicons and annotated documents – for semantic search in a repository of learning objects. The superiority of the semantic search over simple text search has been proved in an evaluation experiment.

More generally, we believe that the use of ontologies and semantic search will facilitate the construction of user specific courses, will allow direct access of knowledge, improve the creation of personalized content and support decentralization and co-operation of content management.
The structure of the paper is as follows: in the next section we give an overview of the ontology creation process; we then present in detail the lexicon model that we use within the project; section 4 discusses the annotation of learning objects with concepts. In section 5 we present our semantic search engine, which has been evaluated against simple text search as described in section 6. The paper ends with some conclusions and an outline of future work.
II. The LT4eL Domain Ontology

The domain of our learning objects and the ontology we have developed within the LT4eL project is that of computing. The ontology covers topics like operating systems, application programs; document processing, WWW, websites, HTML, email, etc. It is used mainly to index the relevant learning objects and to facilitate semantic search and re-usability of learning objects.
The creation of the ontology can be summarised in the following steps: a)integration of keywords and b) formalisation. Later on new concepts (not represented by any keyword) have been added in order to improve the coverage of the domain.

The ontology is based on lexical items from all the languages of the project. The keywords were disambiguated and classified into the conceptual space of the domain and English translation equivalents were provided for them. After that, multiple natural language definitions for the concepts were collected by searching the WWW. One canonical definition was chosen for each concept. As examples of ambiguous keywords, take the terms header and word. They have more than one meaning in our domain. In the formalisation step definitions of the extracted concepts and relations have been formulated using OWL-DL (cf. [13]). The concepts were formalised in two separate steps. First, for each concept, an appropriate class in the domain ontology was created. The result of this step was an initial formal version of the ontology. Each concept was then mapped to synsets in the OntoWordNet version of Princeton WordNet (cf. [6], [7]), a version of WordNet which is mapped to the DOLCE ontology. The mapping was performed via the two main relations of equality and hypernymy. The first relation is between a class in the ontology and a synset in WordNet which (lexically) represents the same concept, while the second is a relation between a class in the ontology and a synset denoting a more general concept. Thus, the taxonomic part of the ontology was created. The connection of OntoWordNet to DOLCE allows an evaluation of the defined concepts with respect to meta-ontological properties as they are defined in the OntoClean approach (cf. [5]). The connection of the domain ontology with an upper ontology via WordNet facilitated the systematic search for conceptual gaps in the ontology which are due to the bottom-up approach through which it has been created.
Using this systematic approach, our ontology has been extended with additional concepts. We looked for a) missing concepts which relate to existing ones; for example, if a program has a creator, the concept for program creator is also added to the ontology, b) superconcepts of existing concepts; e.g. if the concept for text editor is in the ontology, then we added also the concept of editor – as a kind of program – to the ontology, c) missing subconcepts which are siblings of existing subconcepts; if left margin and right margin are represented as concepts in the ontology, then we add also concepts top margin and bottom margin and d) the annotation of concepts in the learning objects; if a concept is represented in the text of a learning object and is relevant for the search within the learning material, we add the concept to the ontology. 
After having applied these steps we finalised the working version of the domain ontology. It comprises of nearly 1000 domain concepts, and, additionally, about 50 concepts from DOLCE and about 250 intermediate concepts from OntoWordNet. 

As we want to connect the concepts, and later on also the relations between these concepts, with their occurrences in the text of the LOs, we need a) a lexicon for each language which is aligned to the ontology b) a mechanism for recognition of the lexical items in the texts and c) a mechanism for selection of the concept which fits best for lexical units which are ambiguous.
III. Ontology-Based Lexicon Model
In this section we describe the lexicon model and outline the creation of the lexicons for each language on the basis of the ontology. In the context of semantic search, the lexicons serve as the main interface between the user's query and the ontological search engine. The annotation of the learning object is facilitated by an additional linguistic tool, i.e. annotation grammars for concepts. In general, there exist various approaches to the mapping of lexical entries with concepts of the ontology, e.g. WordNet [7], EuroWordNet [8] and SIMPLE [9]. They all start from lexicon compilation for different languages, and then try to establish a links to a conceptual space. Although we draw on the results of these projects (e.g. by mapping our data to WordNet and to Pustejovsky's ideas in SIMPLE), we suggest an alternative approach to connecting the ontology and the lexicons. Our model is very close to that of LingInfo (cf. [11]) with regard to the mapping of the lexical items to concepts as well as to the use of other language processing tools, in particular the concept annotation grammars and disambiguation tools. The terminological lexicons were constructed on the basis of the formal definitions of the concepts in the ontology. By using this approach to constructing the terminological lexicon we evaded the hard task of mapping different lexicons in several languages which has been done by the EuroWordNet Project [8]. The main problems with our approach are that a) for some concepts there is no lexicalised term in a given language, and b) some important terms in a given language have no appropriate concept in the ontology which represents the meaning of it. 
To solve the first problem, we allow the lexicons to contain also non-lexicalised phrases which express the meaning of the concepts without being proper lexical units. We explicitly advised the lexicon compilers to add multiple terms and phrases for a given concept in order to represent as many ways of expressing the concept as possible. These lexical units and phrases are used as a basis for construction of the regular grammar rules for annotation of the concepts in the text. If a high degree of lexical variance for a given concept is captured in the lexicon of a language, we are able to capture the different wordings of the same meaning in our learning objects. 
In order to solve the second problem, we simply add new concepts to the ontology when needed. The detailed handling of a lexical term with no matching concept in the ontology is the following: we insert a more detailed class into the ontology wherever this is possible; for example, the concept shortcut, as it was initially defined, was the most general one, but the lexical items used in English to some extent depend on the operating system, because each operating system (MS Windows, Linux, etc) introduces its own terminology. When the notion is transferred into other languages, the equivalents in these languages might denote a different level of granularity – therefore, we introduce more specific concepts in the ontology in order to enable a correct mapping between languages.

In summary, the ontology and the lexicons are connected in the following ways: the ontology represents the semantic knowledge in form of concepts and relations with appropriate axioms; the lexicons represent the ways in which these concepts can be lexicalised or phrased in the corresponding languages. Of course, the ways in which a concept could be represented in the text are potentially infinite in number, thus, we could achieve the lexical representation of only the most frequent and important terms and phrases depicting a particular concept. 
In the following, we present an example entry from the Dutch lexicon: 
<entry id="id60"> 

<owl:Class rdf:about="lt4el:BarWithButtons">

<rdfs:subClassOf> 

<owl:Class rdf:about="lt4el:Window"/>

</rdfs:subClassOf> 

</owl:Class> 

<def>A horizontal or vertical bar as a part of a window, that contains buttons, icons.
</def>

<termg lang="nl">

<term shead="1">werkbalk</term>

<term>balk</term> 

<term type="nonlex">balk met knoppen</term>

 <term>menubalk</term> 

</termg> 

</entry> 

Each lexical entry contains three types of information: (a) information about the concept from the ontology which represents the meaning for the terms in the entry (owlClass element); (b) explanation of the concept meaning in English (def element); and (c) a set of terms in a given language that have the meaning expressed by the concept (termg element). The concept part of the entry provides minimum information for a formal definition of the concept. The English definition of the term facilitates human understanding of the underlying concept. The set of terms represent the different wordings of the concept in the corresponding language. One of the terms represents the term set. Note that this is a somewhat arbitrary decision, which might depend on frequency of term usage or the intuition of an expert. This representative term will be used where just one of the terms from the set is needed, for example as the name of a menu item. In the example above we present the set of Dutch terms for the concept lt4el:BarWithButtons. One of the given terms is a phrase; therefore the element has been assigned an attribute “type” with value nonlex. The first term is representative for the term set and is therefore assigned the attribute “shead” with value 
In the following section we present the process of annotation of documents using annotation grammars Because we still lack proper disambiguation rules at this stage, we performed the disambiguation manually.

IV Semantic Annotation of Learning Objects

Within the project we performed both types of concept annotation, inline and through metadata. 
In the metadata, according the Learning Object Metadata standard (LOM. cf. [12]), some ontological information can be stored for later use in indexing the learning objects. The annotation doesn’t need to be anchored to the content of the learning object. The annotator of the learning object can include in the annotation all concepts and relations he/she considers to be important for the classification of this learning object. The metadata annotation is used for the retrieval of learning objects from the repository.
The inline annotation will be used in the following ways: a) as a step to metadata annotation of the learning objects; b) as a mechanism to validate the coverage of the ontology; and c) as an extension of the retrieval of learning objects where, except for the metadata, we use occurrences of concepts within the whole documents or its parts (paragraphs / sentences).
We are using concept annotation grammars and (sense) disambiguation rules for the inline annotation. The first kind of information could be seen as an instance of partial parsing tool which for each term in the lexicon provides at least one grammar rule for the recognition of the term in a text. The disambiguation rules are still in a very preliminary state of development and are not discussed further. For the implementation of the annotation grammar we draw on the grammar facilities of the CLaRK System
.
The inline annotation is performed using regular grammar rules which are attached to each concept in the ontology and reflect the realizations of the concept in texts of the corresponding languages, rules for disambiguation between several concepts are applied when a text realization is ambiguous between several concepts. At the current stage of the project, however, disambiguation has been done manually.
In the following, we will explain in more detail the strategy which guided the semantic annotation. The process comprised the two phases: preparation for the semantic annotation and annotation proper. The former step included the compilation of appropriate regular grammars that explicate the connection between the domain terms in some natural language and the ontological concepts. It involved the construction of a DTD, and of semi-automatic tools for assigning and disambiguating concepts. During the annotation phase the above-mentioned tools were run on the documents. The regular grammar located the occurrences of terms in the text and assigned the potential concepts to each matching term. Further constraints aimed at making the annotation process more accurate. The constraints support the manual annotation in three ways: a) if a term is linked to more than one concept via the lexicon, the user is supported in selecting the most appropriate concept; b) if a term is wrongly linked to concept, and this wrong link can only be detected by looking at the context, this link is erased; c) if only a part of a term (e.g. Internet) is marked while a larger, multi-word phrase (e.g. Wireless Internet) should be marked, the scope of the annotation is extended. The annotation process has several iterations. A first iteration leads to a more precise annotation grammar and to an annotation of the less problematic cases. With a refined annotation grammar, the more problematic cases are tackled in subsequent annotation steps. 
We have annotated all the learning objects for all languages of the project. A reasonable part (at least one third) of all learning objects was annotated in a first cycle which helped improving the annotation grammars for some pilot languages (i.e. Bulgarian, Dutch, English and Portuguese). 
In the following, we will describe the use of the ontology, the lexicons, and the annotated learning objects for semantic search.

V. Semantic Search
One of the goals of the project is to develop a search functionality which a) improves the accessibility to documents in a learning management system by exploiting semantic characteristics of search queries and documents; b) works for several languages and c) enables users to find documents in several languages for a search term which is specified in the user’s language.
The search engine which we have developed builds on the data which have described in the previous sections, namely a) a collection of documents in several languages, covering one common domain or subject; b) an ontology for this domain; c) lexicons which provide language specific terms for the domain concepts and d) semantic annotation of the documents. Another presupposition is that the user’s native language is covered by a lexicon and that there are documents in those languages which the user specifies as his second, third etc. language.

The basic idea of the ontology-based search (or semantic search) is that concepts from the ontology lead the user to those documents which are appropriate for his query. The search will probably work best when the user selects concept(s) from the ontology. However, we want users to start with a free-text query for two reasons.
First, the results of the semantic search will be compared to other search strategies such as full-text search (all words from the text are considered when looking for a match for the query) and keyword search (matching with words that are assigned as keywords to the documents – to avoid confusion, the words the user types in are called search words and not keywords). The typical user, who is most probably familiar with the Google search engine, assumingly wants to get the search results fast, with not too many intermediate steps. Therefore, we would like to invoke semantic search as soon as the user has entered his search words, and give first results together with the results of the other search methods. Second, we consider it useful to provide the user a starting point for finding the proper place in the ontology. The search words are used to find this place in the ontology. In a second step, the search can be refined by selecting concepts from the ontology which are close to the search term.
Each concept that is related to the search query is presented to the user together with its neighbourhood from the ontology, i.e. related concepts and relations between the concepts. We will use the term “browsing unit” for the part of the ontology which is presented to the user (see fig. 1 below). If no concept related to the search query is found, the root of the ontology is chosen as the browsing unit. The user can browse the ontology by clicking on a concept. Additionally, the type of relation between the source concept and the neighbouring concept can be chosen in order to narrow down the search space.
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Figure 1 – Example of a possible representation of a browsing unit, where only taxonomical relations are present.

The search engine takes as input parameters: a) the  language(s) from which user wants to take search words (determines which lexicons to use for lookup); language(s) for which user wants to see available documents; c) search terms given by user; d) concepts selected by user; e) a method for combining the concepts (either conjunctive or disjunctive); f) two options indicating whether documents should be retrieved which do not contain the desired concept but, for the two options, respectively, a superconcept or a subconcept of it.
The search engine returns a ranked list of documents which semantically match the search word(s), identified by their titles.

The data flow from the user query to the retrieved documents is as follows: a) the search word(s) are looked up in the lexicon(s) of the chosen language(s). Search words are normalised orthographically before lookup; b) if lexical entries are found in the lexicon, they are matched to concepts in the ontology. The respective ontology fragments are presented to the user for further refinement of the query; c) once a set of concepts from the ontology is chosen, those documents which contain the concept(s), either in the metadata or inline, are presented to the user
Several criteria, both the frequency and the position(s) of the search term in the retrieved documents are used to rank the retrieved documents. The documents are shown in the order given by this relevance ranking.

If none of the search words matches a lexical entry or concept, the keywords search and the full-text search are used to retrieve documents. These kinds of searches are part of a fallback strategy which guarantees that the user gets a result except in the case that the search word has nothing in common with the document base.

Fig. 2 shows the user interface of the search engine as it is implemented in a prototype of the ILIAS Learning Management System
.
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VI. Evaluation
In a small experiment, which is part of the evaluation of the search function, simple text search and semantic search have been compared. The task which was the basis of this evaluation was as follows: two terms which were also lexical entries in the lexicon of the language under investigation have been chosen as parts of a query (the equivalents of the terms program and slides in each of the languages). The query has been run on the document set with and without the ontology. This resulted in two sets of paragraphs as the resp. retrieval results. The conceptual annotation has been used to identify the paragraphs in these documents. The conjunction of these two result sets has been investigated by a researcher and each paragraph rated as either relevant or irrelevant to the search. The retrieval results of both methods (in the following: text search and semantic search) have been weighted against the set of relevant paragraphs with the well-know measures of recall and precision. Both values have been combined in an F-measure. The F-measure is used to compare the results. 

The experiment has been run for six languages: Bulgarian, Dutch, English, German, Polish and Portuguese
. The F-measures for both text search and semantic search are presented in table 1. The gain is due to improvements in both recall and precision. It is significant for all languages. The gain is smallest for Portuguese, because there were only a small number of returned documents, and there is visible variation between the languages.
	Language
	Text Search
	Semantic search

	Bulgarian
	56,25
	91,30

	Dutch
	47,50
	94,12

	English
	27,96
	79,42

	German
	36,00
	59.26

	Polish
	12,50
	50,00

	Portuguese
	28,67
	33,33


Table 1: F-measures for full text search and semantic search in six languages.
Another factor that played a role in the results was the context: the narrower the context (e.g. sentences), the better the results, and vice versa. 
As has been said before, the conceptual search produces results only in those cases where the search words are in the lexicon and thus matched to concepts in the ontology. This has been the case in the evaluation example. In the case where the search word does not match a lexical item, the text search as well as the keyword-based search is used as a fallback strategy.
It is subject to further user-centred evaluations to reveal how well received the semantic search is in the context of the learning management systems where it is used to solve real tasks. This part of the evaluation is on-going.

VII. Conclusion
In this paper we have presented the current state of the resources and tools for semantic search within the LT4eL project. We have built a lexicon model which relates ontology concepts, relations and instances to lexical items and their occurrences in texts.. The semantic search facility which has been implemented in the context of the project and which is now used by the ILIAS learning management system shows the potential of ontologies in the application domain of information retrieval. An evaluation experiment proved the superiority of semantic search over simple text search in our application domain.

In this model the central role is assumed by the ontology which determines the content of the other components of the model. Another advantage of our model is that it supports the work in a multilingual environment. The mappings between lexicons and ontology are performed with the aim that each term in each language is linked to a corresponding concept, and vice versa – each concept in the ontology is exemplified by at least one expression (be it lexicalized or a free phrase). Thus, the ontology itself as well as specific language lexicons are verified in a cross-lingual context. We have created lexicons and annotation grammars for all the languages in the project. The mapping between the language specific lexicons was facilitated by the ontology. 
Our model shares common features with other lexicon models: with WordNet-like ([7], [8]) lexicons we share the idea of grouping lexical items around a common meaning and in this respect the term groups in our model correspond to synsets of the WordNet model. The major difference is that the meaning is defined independently in the ontology. With the SIMPLE model ([9]) we share the idea to define the meaning of lexical items by means of the ontology, but we differ in the selection of the ontology which in our case represents the domain of interest, and in the case of SIMPLE reflects the lexicon model. With the LingInfo model ([11]) we share the idea that grammatical and context information also needs to be presented in connection to the ontology, but we differ in the implementation of the model and the degree of realization of the concrete language resources and tools.

In future, more work has to be done on the extension of the ontology and on fine-tuning the annotation grammars. In particular, reliable disambiguation rules have to be drafted and tested in order to by-pass manual disambiguation. The connection between the lexicon and the grammars for non-domain dependent concepts has to be investigated further. Last, and by no means least, the impact of the semantic search to typical learning tasks has to be assessed carefully.
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Figure 2 – User interface for search in ILIAS. In the upper part, search words can be entered and languages can be selected. In the lower left part, the resulting documents are listed. In the right part, concepts can be selected. 





























� � HYPERLINK "http://www.lt4el.eu/" ��http://www.lt4el.eu/� – the LT4eL (Language Technology for eLearning) project is supported by the European Community under the Information Society and Media Directorate, Learning and Cultural Heritage Unit.





� cf. http://www.bultreebank.org/clark/index.html


� cf. http://www.ilias.de


� For two of the project languages, Czech and Romanian, there were no documents on that specific topic. Neither of the searches yielded therefore any results.
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