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1 Title

D2.3c Validated glossary candidate detector – second cycle

2 Summary

The first two years of the project were devoted to

conceptual planning,
development and implementation,
evaluation and
improvement

of the glossary candidate detector (in short: GCD). This was done partially in parallel to the acquisition and 
linguistic annotation of the corpora on which the GCD was trained and tested. We mainly

adapted a third-party tool for the processing of local grammars on XML documents, lxtransduce, to 
our needs
designed local grammars for all languages in multiple cycles
evaluated recall and precision of the extraction process in relation to the manually annotated 
definitions
introduced machine learning as an addition and alternative to the use of local grammars

On the review meeting in January 2008 we presented the tool as a service which is integrated into the 
Learning Management System ILIAS. Nevertheless, the tool can be integrated into any other LMS or used 
stand-alone and as webservice.

The main activities in the reporting period with respect to the GCD have been to combine machine learning
approaches either as an alternative to or in combination with local grammars in order to improve the 
recall/precision balance of the outcome.

In the reporting period, we made progress in optimizing the tool and its integration into a learning 
management system. We will outline in the following the progress we made in optimizing the tool.

In the reporting period, there had been interaction between the development process and the integration 
process performed by WP 4. The integration lead to revisions of the code. There has been and still is a 
close interaction between the development and the evaluation and validation of the tools.
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3 Improvement of the glossary candidate detector

3.1 Using Machine Learning Techniques

Using pattern-grammars solely, we were faced with a low precision of extraction results, even if the recall 
was acceptably high. The F-Score, which combines both values, was low (see deliverable D2.4 for details).
In order to improve the situation, machine learning techniques have been applied on the Dutch, Polish, 
Portuguese and English results.

The following settings were used and investigated:

machine learning applied to only the most important and frequent types of definitions (Dutch,
Portuguese) vs. machine learning applied to all types of definitions (Polish)
machine learning applied in combination with local grammars, post-processing the results (Dutch, 
Portuguese) vs. machine learning applied as the sole method (Polish)
Several machine learning methods where used, among them, and with the most promising results, 
Naive Bayesian classifier and Balanced Random Forests.

In the following, we report about the Dutch, Polish and Portuguese experiments. The experiments for 
English are not yet in a state that stable results can be reported. For English, the Malta group launched a 
Genetic Algorithm Experiment as an alternative to the approaches mentioned above. However, the group 
is currently focussing on the validation task, as the reviewers recommended. Therefore, the results of the 
analysis might only be available for the review meeting.

Dutch: For the Dutch experiment, the Naive Bayes machine learning algorithm has been used as a fast 
and easy applicable classifier based on the probabilistic model of text. The data set used is relatively small, 
therefore a 10-fold cross validation for better reliability of the classifier results. 10 attribute settings have 
been tested for the two most frequent definition types: the 'to be'-patterns and the punctuation patterns 
extracted by the grammar. With the best combination of attributes, the F-measure for the copula-definitions
could be raised from 42.1 to 73.2. For the punctuation type of definitions, the F-measure could be raised 
from 17.3 to 44. This significant improvement is due to a rise in precision, but it comes at the cost of 
decreasing recall. The recall decreased by about 19 % for the copula type and 31 % for the punctuation 
type of definition. In our context, this means that the user will loose some suggestions which are indeed 
acceptable definitions. For further details and figures cf. Westerhout and Monachesi (2008). The Weka 
workbench has been used for all the experiments.

The Dutch group also experimented with using a combination of basic grammars with machine learning 
instead of sophisticated grammars. A basic grammar contains very general rules, matching a large number
of patterns. An advantage of using a basic grammar is obtaining a high recall, whereas the disadvantage is
the low precision you get. The basic grammar was used as a first step to filter out as much as possible non
definition candidates whereas keeping as much as possible correct definitions. For the 'to be'-patterns, 
using the same set of attributes as in the previous experiments, resulted in an improvement of precision 
from 2.7 to 48.2, an improvement of 45.5. As an inevitable counter effect, the recall dropped from 96.5 to 
74.1, a decrease of 22.4. The F-measure was raised from 5.2 to 58.4, a rise of 52.8. Whereas the 
improvement using this method is huge, the final results with the previous method - were sophisticated 
grammars are combined with machine learning - seem to be better: the F-measure for the first method is 
73.2, which is 14.8 higher then the F-measure obtained with the basic grammar method. The simple 
grammar approach was also tried for the punctuation patterns. However, for this type the problem is that 
there is very little training data: there were 55 punctuation definitions in our data set, which were again 
divided into two quite different patterns (definition indicators were (...) and :). More data or using other 
classifiers would be necessary to get better results for this type.

The table below summarizes the most important results obtained with the Dutch definitions.
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Results for Dutch using Naive Bayes classifier

Grammar Type Precision Recall F

Sophisticated grammar to be 80.0 67.42 73.2

Sophisticated grammar punctuation 50.0 36.4 42.1

Basic grammar to be 48.2 74.1 58.4
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Polish: The Polish group followed three approaches. In the first approach, machine learning is used as 
post-processing to the output of a local grammar. As with Portuguese, a baseline grammar is used to 
optimize recall at that stage. One of the conclusions of these experiments is that using trees classifier (ID3 
or C4.5) and subsampling of negative instances can obtain recall comparable to the best grammar. 
Adaptive Boosting algorithm with Decision Stumps, and Support Vector Machine also gave very good 
results. The classifiers have been evaluated quantitatively using the WEKA experimental environment 
(http://www.cs.waikato.ac.nz/ml/weka). For further details and figures, cf. Łukasz Degórski, Michał
Marcińczuk and Adam Przepiórkowski 2008.

In the second approach a weighted combination of homogeneous ensembles of classifiers, with carefully
chosen weights and parameters (for each ensemble: classifier type, number of classifiers, subsampling
ratio) was used. The grammars were also used here, but (as opposed to the first approach) not in initial
preprocessing, but as separate classifiers, with their own weights. For details, cf. Adam Przepiórkowski,
Michał Marcińczuk, Łukasz Degórski 2008.

Another line of research has been to use machine learning only, without recourse to a local grammar. In
these experiments, an approach called "Balanced Random Forests" was chosen. This method is in
particular suitable to classification tasks where the population on both classes in highly imbalanced, which
is the case with definitions drawn from a corpus (i.e. few definitions and many non-definitions). For more
details cf. Łukasz Kobyliński, Adam Przepiórkowski 2008.

Finally, the first and third approach have been integrated. Thus, in the table below, by "ML methods" we 
always mean Balanced Random Forests, the method that gave the best results both by itself and in a 
sequential combination with the baseline grammar. The results achieved in this way, especially when a 

threshold of being a definition is optimised with regard to F(2), are much better compared to the "local 
grammar only" approach.

The Polish algorithms and experiments were designed for running on all types of definitions, but for 
comparability with results of the other groups, the experiments were also repeated on copula definitions 
only. The results are the following, where we compare a pure grammar approach with a baseline and a 
sophisticated grammar, a pure machine learning approach, and a mixed approach, where machine 
learning is applied to the output of the extraction by the baseline grammar.

Results

Method and corpus Precision Recall F_2

Baseline B3, all definitions 9.1% 89.6% 22.7%

Baseline B3, copula definitions 3.3% 99.4% 9.3%

Best full grammar (GR'), all definitions 18.1% 67.8% 35.4%

Best full grammar (GR'), copula definitions 19.3% 77.2% 38.6%

ML methods preceded by baseline B3, all definitions 28.4% 58.1% 43.1%

ML methods preceded by baseline B3, copula definitions 31.8% 60.6% 46.5%

ML methods, all definitions 27.8% 57.7% 42.5%

ML methods, copula definitions 31.8% 60.6% 46.5%

To summarize, our experience with combining a rule-based and a machine learning approach for the task 
of extracting definitory contexts from texts matches the results obtained by other research groups. We 
have not yet found the optimal machine learning approach, and there might be none which is the best for 
all languages and settings. However, Balanced Random Forests seems to us to be a promising candidate. 
It turned out that the search for the optimal (combination of) features is crucial for the task and here we 
assume that the grammatical peculiarities of the different languages play a role. It seems to be acceptable 
to focus only on the most frequent and important types of definitions, i.e. copula definitions and verb 
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definitions. Another important issue is the trade-off between recall and precision. A preference for either of 
them influences the choice of the machine learning approach. Given the fact that typical learning objects 
does not typically contain hundreds of definitions, we consider it to be appropriate in our context to favour 
recall and let the person who creates a glossary select the appropriate definitions.

No further validation has been scheduled for the glossary candidate detector. The focus of the second 
round of validation was on semantic search and the quantifiable gain it brings to the learning process. This 
approach cannot be taken for the creation of glossaries, because this step has only an indirect influence on
the quality of the learning process.

Portuguese: The objective of this work was to improve the performance of the GCD, in particular in terms 
of precision, with regards to the results obtained previously with the rule-based only version, which had 
been developed in previous periods of work within the project --- with this latter approach, the GCD had 
achieved 0,32 for precision and 0,66 for recall. Together with comparable courses of action taken at the 
project coordinator, Utrecht University, and at the Polish partner, Polish Academy of Sciences, the major 
goal was to undertaken an experimental exercise aiming at assessing the impact of the use of machine 
learning technology for the task at stake.

Three main options were considered in terms of suites of machine learning algorithms, viz. weka, SVM, 
and Timbl, and the first one was selected given it makes available a wider range of algorithms.

Concerning definition types, as the largest number of definitions in the corpus are copula definitions, we 
focused our experimental exercise on this type.

In a first experiment we used as dataset all the sentences marked as definitions by the best rule-based 
grammar previously developed. This dataset was composed by 306 candidate sentences, 98 of which 
happened to have been marked as appropriate definitions in the manual annotated version of the corpus. 
Given that in the corpus there were 148 sentence manually marked as definitions, this means that 37 
definitions were out of consideration in this phase. This circumstance implies that in the scope of this 
experiment, it is possible to assess the eventual improvement of precision in virtue of applying machine 
learning methods, and that it was not possible assess the impact of the latter in terms of recall. As a 
consequence, and after some experimentation, it turned out that this kind of dataset did not allow to 
observe a significant improvement of results because although the precision improved the recall declined 
in such a way that the F-measure score remained almost invariant.

A different dataset was then gathered that included all copula definition extracted by another grammar 
targeting a higher recall, even if at the cost of losing some precision. This grammar marked as a definition 
all those sentences that present as main verb the verb to be in the present tense, third person singular or 
plural --- it scored 0.13 precision, 0.95 recall, and 0.54 F-measure. Accordingly, this dataset set was thus 
composed of 1402 candidate definitions. With the help of the manually annotated corpus, it came out that 
143 of these sentences are appropriate copula definitions. This means that 6 appropriate definitions were 
left out in this selection by means of this rule-based grammar.

From this point onwards, the goal was to experimentally look for the best configuration of attributes for the 
best performing algorithm.

The first issue to deal with was how to represent instances. In a first step, instances were represented by 
the occurrences of features in the whole sentence or only after its verb. Punctuation marks were included 
since previous works show that punctuation symbols such as parenthesis occur more often in definition 
sentences than in non-definitions. As features, we tested n-grams (with n ranging from 1 to 5) composed 
by pos information, by lemmas or by morphological information, and combinations of these. After several 
tests, we choose n-grams composed by POS information as the more promising feature.

The part-of-speech n-grams were extracted from the set of 1402 candidate sentences and were used as 
features. Each one of these instances was then represented as an array of occurrences of these n-grams 
either in the whole sentence or only in its part after the verb. Subsequently, several algorithms were tested 
with these two kinds of representation, separately and in combination.
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In general, good results were obtained in the identification of candidate sentences that are non definitions, 
with precision and recall near 0.9. As for the identification of the candidate sentences with appropriate 
definitions, the results were also comparatively good but not as high as the latter. The reason for this lies in 
the structure of the dataset resorted to. As a matter of fact, the dataset turned out to be quite unbalanced, 
with a large number of bad examples in contrast with just a few good examples. In order to improve on this
situation, we decided not to use every negative instance, and select instead a sub-sample of them.

After some trials, the ratio between positive and negative instances was set up to 1:1.5. Accordingly, the 
new set of instances was composed of 358 instances, 143 positive and 215 negative ones.

The experiments were repeated with this sub-sample. Although numerous algorithms were tested, only 
three presented a performance higher than our best rule-based grammar, namely Naive Bayes, an 
instance-based learning algorithms (IBK) and a Classification by voting feature intervals algorithm (VFI).

Each of these algorithms was tested under 10-fold cross validation.

In a last phase we turned to approaches able to deal with imbalanced datasets. In particular, the use of 
Balanced Random Forests allowed to obtain results that are better than the one obtained with the other 
three algorithms mentioned above.

The table below show the most significant results for all these algorithms and their comparison with the 
scores obtained with the rule-based grammar approach.

Results

Method Attributes Precision Recall F_2

best rule-based grammar - 0.32 0.66 0.49

Naive Bayes 4-gram 0.56 0.66 0.62

ibk 5-gram 0.41 0.91 0.65

VFI 5-grams after main verb 0.43 0.88 0.65

Balanced Random Forests 2-gram 0.67 0.84 0.77

English: Our experiment focuses on machine learning techniques using evolutionary algorithms, namely 
genetic algorithms (GAs) and genetic programming (GPs) to discover the weights of features and new 
grammatical rules to identify definitional sentences respectively. We began implementing the GA, however 
it was not possible to include results within the project due to time limitations. The work is ongoing as part 
of a Masters thesis of Claudia Borg at the University of Malta.

We expect the two algorithms to provide us with important information which can then be used by 
rule-based techniques in definition extraction. The genetic program will evolve several tree-like structures 
which include linguistic information which will serve as rules for extraction. The advantage of having a 
genetic program generating these structures is that it can automatically test them against the training 
corpus, and reject them if they don't match any sentences. Those which match sentences, and hence are 
grammatically correct, will be kept to continue evolving and improving their performance on matching 
definitional sentences.

The genetic algorithm will use the several new rules discovered automatically and try to allocate a set of 
weights to these rules which would indicate the importance of each rule, or rather how useful the rule is to 
capture a definition. This will be comparable to other probabilistic techniques.

It is planned that the results of this experiment will be published in a local conference in Malta. This work 
will be using the LT4eL corpus, and the set of annotated definitions as its training set.

4 Availability of the tool and documentation
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The GCD is available in the following ways:

The source code and documentation are available on sourceforge 
(https://sourceforge.net/projects/lt4el; documentation as javadoc: http://lt4el.sf.net/javadoc/).
The GCD can be used on a stand-alone computer using a simple command line interface 
(documentation: 
http://lt4el.svn.sourceforge.net/viewvc/lt4el/trunk/README.txt?revision=802&view=markup).
The tool can also be implemented and run as a web service. Documentation on how to implement 
the web service interfaces is available as part of the WP 4 documentation.
we have made available the tool on a test and validation installation of the ILIAS management 
system (http://ufallab2.ms.mff.cuni.cz/ilias/)

The input/output-formats of the tool are:

Input: The input file must be in 'LT4ELAna' format. This format is described in Deliverable D2.1.
Output: The output of the tool is a list of definition candidates. The core of the definitions as well as
a portion of surrounding text is returned, where the defined term is marked as such.

5 The Linguistic processing chain

The linguistic processing chain is not a part of the GCD. However, it is necessary to convert learning 
objects in various formats, e.g. DOC, PDF, HTML, to the linguistically annotated document format which is 
needed as input to the GCD (LT4ELAna, see above).

For the languages Czech, Dutch, English, Polish, Portuguese and Romanian, for which the tools for the 
linguistic annotation are freely available or made available by the partners, these processing chains have 
been defined and implemented.

Input format: TXT, HTML, DOC, PDF Output format: LT4ELAna, which is described and documented in 
deliverable D2.1

The LPC is driven by a configuration file (lpc/lpc.xml) that specifies:

which tools should be used,
which input format is required and
what kind of output format is produced.

MIME types are used for format descriptions. The conversion process is represented by a hypergraph,
where edges are parametrized by another two labels: language and cost. Several edges (tools) can be
used for conversion from one format into another.

The configuration file is used to set environment variables for the machine on which the conversion runs, to
describe the tools in the form of common parameters and to define the set of MIME types used. All the
tools are supposed to use standard input and standard output for the data flow.

For some languages (i.e English and Romanian), several tasks are executed in one complex operation
using the ALPE processing tool.

6 (New) Scientific papers on the Glossary Candidate Detector

Eline Westerhout, Paola Monachesi. Creating glossaries using pattern-based and machine learning 
techniques, poster, presented at LREC 2008.

Łukasz Degórski, Michał Marcińczuk and Adam Przepiórkowski. Definition extraction using a sequential
combination of baseline grammars and machine learning classifiers. Poster, presented at LREC 2008.

Łukasz Kobyliński, Adam Przepiórkowski. Definition Extraction with Balanced Random Forests. Paper,
accepted for 6th International Conference on Natural Language Processing, GoTAL, Gothenburg, August
2008
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Adam Przepiórkowski, Michał Marcińczuk, Łukasz Degórski. Dealing with Small, Noisy and Imbalanced
Data: Machine Learning or Manual Grammars? Paper, accepted for TSD 2008 conference in Brno.

Rosa Del Gaudio, António Branco: Automatic Extraction of Definitions in Portuguese:A Rule-Based
Approach. Progress in Artificial Intelligence, Springer, 2007.



Creating glossaries using pattern-based and machine learning techniques

Eline Westerhout, Paola Monachesi

Utrecht University
Trans 10, 3512 JK, Utrecht, The Netherlands

eline.westerhout@let.uu.nl, paola.monachesi@let.uu.nl

Abstract

One of the aims of the Language Technology for eLearning project is to show that Natural Language Processing techniques can be
employed to enhance the learning process. To this end, one of the functionalities that has been developed is a pattern-based glossary
candidate detector which is capable of extracting definitions in eight languages. In order to improve the results obtained with the pattern-
based approach, machine learning techniques are applied on the Dutch results to filter out incorrectly extracted definitions. In this paper,
we discuss the machine learning techniques used and we present the results of the quantitative evaluation. We also discuss the integration
of the tool into the Learning Management System ILIAS.

1. Introduction

One of the aims of the European project Language Tech-
nology for eLearning (LT4eL)1 is to show that Language
Technology can provide a solution to the task of creat-
ing appropriate glossaries by developing a glossary can-
didate detector. More generally, the goal is to show that
the integration of Language Technology based functionali-
ties and Semantic Web techniques will enhance Learning
Management Systems (LMS) and thus the learning pro-
cess (Monachesi et al., 2006b; Monachesi et al., 2006a;
Lemnitzer et al., 2007). Definition extraction is the topic
of much current research and techniques have been devel-
oped to this end within the Natural Language Processing
and the Information Extraction communities mainly based
on grammars that detect the relevant patterns and machine
learning methods: in the LT4eL project, we adapt these
techniques for eLearning purposes.
Glossaries can play an important role within eLearning
since they support the learner in decoding the learning ob-
ject he is confronted with and in understanding the central
concepts which are being conveyed in the learning material.
Therefore, existing glossaries or wikipidias can be linked
to learning objects, but an obvious shortcoming of this ap-
proach is that the learner would be confronted with many
definitions for the term he is looking for and not only with
the definition which is appropriate in the given context. A
better alternative is to build glossaries based on the defini-
tions of the relevant terms which are attested in the learning
objects. By doing so, the exact definition that the author of
a certain document uses is captured; in many cases, this def-
inition overrides a more general definition of the term. By
providing the most appropriate definition to the learner for
the concept he is not familiar with, we facilitate the learning
process.
The glossary candidate detector we developed, extracts def-
initions in the eight languages represented in our consor-
tium, that is, Bulgarian, Czech, Dutch, English, German,
Polish, Portuguese and Romanian (cf. Lemnitzer (2007)).
In this paper, we focus only on the definitory contexts at-
tested in the Dutch learning objects and the approach we

1http://www.lt4el.eu

have used to identify them. First, a substantial amount of
definitions is selected and annotated manually in the learn-
ing objects which are the asset of this project. On the basis
of these examples a grammar is developed in order to ex-
tract possible definitions (cf. Muresan and Klavans (2002)
for a similar approach). After the extraction of the def-
inition patterns, machine learning techniques are applied
on the extracted definitions to improve precision (cf. also
Fahmi and Bouma (2006) for Dutch).
The rest of the paper is organized as follows. Section 2.
introduces related work on the area of definition extrac-
tion. The details of our approach are presented in section
3., in particular we discuss the corpus we have assembled,
the grammar we have developed to detect definitions from
our corpus of learning objects and the machine learning
techniques employed to narrow down the set of definitions.
Section 4. evaluates the results obtained. In section 5., we
discuss the embedding of the glossary candidate detector
within the Learning Management System ILIAS2 and its
function within an eLearning context while section 6. con-
tains our conclusions and suggestions for future work.

2. Previous work

Research on the detection of definitions has been pursued
in the context of automatic building of dictionaries from
text, question-answering and recently also within ontology
learning.
In the area of automatic glossary creation, the DEFINDER
system (Muresan and Klavans, 2002) combines shallow
natural language processing with deep grammatical anal-
ysis to identify and extract definitions and the terms they
define from on-line consumer health literature. The system
is based on two modules, the former one uses cue-phrases
and text markers in conjunction with a finite state grammar
to extract definitions while the latter one uses a grammar
analysis module based on a statistical parser in order to ac-
count for several linguistic phenomena used for definition
writing. Their approach relies entirely on manually crafted
patterns.

2http://www.ilias.de



Research on definition extraction has been pursued very ac-
tively also in the area of Question-Answering. The answers
to ‘What is’-questions are usually definitions of concepts.
A common approach in this area is to search the corpus
for sentences consisting of a subject, a copular verb and
a predicative phrase. If the concept matches the subject,
the predicative phrase is returned as answer. Also in this
case research relied initially almost totally on pattern iden-
tification and extraction and only later, machine learning
techniques have been employed.
In Tjong Kim Sang et al. (2005), both the analysis of docu-
ment structure as well as dependency parsing are explored.
Definitions of the type mentioned above are extracted from
Dutch texts in order to provide answers to questions in the
medical domain. The texts used are often encyclopedias
and wikipidias which are well structured and thus layout
information is a reliable feature to detect definitions in a
text, this is however not the case for other types of texts.
Therefore, for texts that are not well structured the pars-
ing approach is more promising. However, medical ques-
tions often require answers which are larger than a single
sentence while parsing techniques are typically applied to
sentences.
Thus, a better alternative might be to combine the two ap-
proaches and Fahmi and Bouma (2006) is an attempt in that
direction. They propose an approach to definition extrac-
tion which operates on fully parsed text and machine learn-
ing techniques (cf. also Blair-Goldensohn et al. (2004),
Miliaraki and Androutsopoulos (2004) for the use of ma-
chine learning methods in definition extraction). Also in
this case, a rather well structured corpus is employed such
as the medical pages of the Dutch version of Wikipedia.
Therefore, first candidate definitions which consist of a sub-
ject, a copular verb and a predicative phrase are extracted
from a fully parsed text by using their syntactic proper-
ties. Second, machine learning methods are applied to dis-
tinguish definitions from non-definitions and to this end a
combination of attributes have been exploited which refer
to text properties, document properties, and syntactic prop-
erties of the sentences. They show that the application of
machine learning methods improve considerably the accu-
racy of definition extraction based only on syntactic pat-
terns.
Research on definition extraction has been carried out also
in the area of ontology learning. For example, within the
German HyTex project (Storrer and Wellinghof, 2006), 19
verbs that typically appear in definitions were distinguished
and search patterns have been specified based on the va-
lency frames of these definitor verbs in order to extract
definitions. Furthermore, semantic relations have been ex-
tracted from these definitions. Even though this informa-
tion has been employed for the automatic generation of
hypertext views that support both reading and browsing
of technical documents, one could imagine employing the
same technique to actually update and enlarge existing for-
malized ontologies.
Work in this direction is that of Walter and Pinkal (2006)
that proposes a rule-based method for extracting and ana-
lyzing definitions from parsed text on the basis of a seman-
tically oriented parsing system. The results are then em-

ployed to improve the quality of text-based ontology learn-
ing. Also this approach relies on pattern extraction tech-
niques to detect definitions and doesn’t employ machine
learning. A difference with respect to previous systems is
its use of semantic information in the identification of pat-
terns.

3. The glossary candidate detector

The extraction of definitions for glossary creation for
eLearning purposes constitutes a novel application of cur-
rent techniques which present some interesting challenges.
The most relevant one is constituted by the corpus of learn-
ing objects which includes a variety of text genres and also
a variety of authors writing styles that pose a real chal-
lenge to computational techniques for automatic identifi-
cation and extraction of definitions together with the head-
words. Our texts are not as structured as those employed
for the extraction of definitions in question-answering tasks
which include encyclopedias and wikipedias, thus layout
information plays in our context a marginal role.
Furthermore, some of our learning objects are relatively
small in size, thus our approach has not only to favor pre-
cision as is often the case in the approaches discussed in
the previous section but also recall, that is we want to make
sure that all possible definitions present in a text are pro-
posed to the user for the creation of the relevant glossary.
Therefore, the extraction of definitions cannot be limited to
sentences consisting of a subject, a copular verb and a pred-
icative phrase, as is often the case in question-answering
tasks, but a much richer typology of patterns needs to be
identified than in current research on definition extraction.
Despite the challenges that the eLearning application in-
volves, we believe that the techniques for the extraction
of definitions developed within the Natural Language Pro-
cessing and the Information Extraction communities can
be adapted and extended for our purposes. In particular,
our approach is similar to that of Muresan and Klavans
(2002) since we employ deep grammatical analysis to iden-
tify a wide variety of possible definition patterns. How-
ever, we follow Fahmi and Bouma (2006) in applying ma-
chine learning techniques to improve the precision of the
definition extracted and distinguish definitions from non-
definitions.
Finally, the glossary candidate detector has been integrated
in the Learning Management System ILIAS. More infor-
mation on how this has been done and some screenshots
can be found in section 5.. This functionality plays thus a
relevant role in the learning path facilitating certain learn-
ing activities of the students.

3.1. The grammar component

As already mentioned, the first step in the detection process
of definitions is the development of a grammar which is
able to identify the relevant patterns.
In order to detect the most common patterns in our cor-
pus and write appropriate rules for their extraction, we have
manually annotated 21 files with definitory contexts which
delivered 330 definitions most of which can be divided into
five categories.



Type Example sentence

to be Gnuplot is een programma om grafieken te maken
‘Gnuplot is a program for drawing graphs’

verb E-learning omvat hulpmiddelen en toepassingen die via het internet beschikbaar zijn en creatieve mogelijkheden bieden om de leerervaring te
verbeteren .
‘eLearning comprises resources and application that are available via the internet and provide creative possibilities to improve the learning experi-
ence’

punctuation Passen: plastic kaarten voorzien van een magnetische strip, die door een gleuf gehaald worden, waardoor de gebruiker zich kan identificeren en
toegang krijgt tot bepaalde faciliteiten.
‘Passes: plastic cards equipped with a magnetic strip, that can be swiped through a card reader, by means of which the identity of the user can be
verified and the user gets access to certain facilities. ’

layout RABE
Een samenwerkingsverband van een aantal Duitse bibliotheken, die gezamenlijk een Internet inlichtingendienst bieden, gevestigd bij de gemeen-
schappelijke catalogus, HBZ, in Keulen.
‘RABE
Cooperation of a number of German libraries, that together provide an Internet information service, residing at the common catalogue, HBZ, in
Cologne’

pronoun Dedicated readers. Dit zijn speciale apparaten, ontwikkeld met het exclusieve doel e-boeken te kunnen lezen.
‘Dedicated readers. These are special devices, developed with the exclusive goal to make it possible to read e-books.’

Table 1: Examples for each of the definition types

The first category (i.e. to be) are the definitory contexts in
which a form of the verb zijn (‘to be’) is used as connector
verb. These are the most straightforward definitions.
The second group (i.e. verb) is formed by the definitory
contexts in which other verbs are used as connector (e.g.
betekenen (‘to mean’), wordt ... genoemd (‘is called’),
wordt gebruikt om (‘is used to’)). Together with the first
group, the second group comprises over 50 % of our defi-
nitions.
The third type (i.e. punctuation) are the definitory contexts
having specific punctuation features (e.g. :, (..)).
In the fourth group (i.e. layout) are the definitory contexts
in which the layout plays an important role (e.g. in tables,
defined term in margin, defined term in heading).
The last category (i.e. pronoun) contains the definitory con-
texts in which relative and demonstrative pronouns (e.g. dit
(‘this’), dat (‘that’), deze (‘these’)) and words like hiermee
(‘with this’), hierdoor (‘because of this’) are used to point
back to a defined term that is mentioned in a preceding sen-
tence. The definition of the term then follows after the pro-
noun, so these are often multisentence definitory contexts.
Table 1 shows for each of the categories an example defi-
nition and table 2 shows how often they are represented in
our corpus.

Type Number (percentage)
to be 84 (25.5 %)
verb 99 (30 %)
punctuation 46 (13.9 %)
pronoun 46 (13.9 %)
lay-out 7 (2.1 %)
Other patterns 48 (14.5 %)
# definitory contexts 330

Table 2: Division of the definitory contexts into types

Grammar rules have been developed to detect all definition
types, except for the layout definitions. The reason for this
is that not many examples have been found of this type of
definitions (i.e. only 7 definitions, that is 2.1 % of all defi-
nitions) and in addition grammar rules are not the best way
to detect them.
Given the variety of definition patterns present in our learn-
ing objects, we believe that the rule-based approach is the
most appropriate to use to detect them. Previous research
has shown that grammars that match the syntactic struc-

tures of the definitory contexts are the most successful
approaches when deep syntactic and semantic analysis of
texts is not available (Muresan and Klavans, 2002; Liu et
al., 2003).
We have extracted definitions from a corpus of learning ma-
terial which has different formats, such as HTML, PDF
or DOC. All these formats are converted into XML con-
forming to the LT4eLAna DTD, which is an adapted ver-
sion of the XCES DTD for linguistically annotated cor-
pora (Ide and Suderman, 2002). Besides the content of
the original files (that is, information about layout and the
text itself), the DTD allows encoding information about
part-of-speech, morphosyntactic features and lemmas. The
Wotan tagger presented in Daelemans et al. (1996) has
been used for the annotation of the Dutch learning ob-
jects with part-of-speech information and morphosyntactic
features whereas the CGN lemmatizer discussed in Bosch
and Daelemans (1999) was used for the lemmatization. It
should be noticed that the rules of the grammar for the ex-
traction of the definitory context patterns make use also of
the information encoded in the LT4ELAna format.
The XML transducer lxtransduce developed by Tobin
(2005) is used to match the grammar against files in the
LT4eLAna format. Lxtransduce is an XML transducer,
especially intended for use in NLP applications. It sup-
plies a format for the development of grammars which are
matched against either pure text or XML documents. The
grammars must be XML documents which conform to a
DTD (lxtransduce.dtd, which is part of the software). In
each grammar, there is one ‘main’ rule which calls other
rules by referring to them. The XPath-based rules are
matched against elements in the input document. When a
match is found, a corresponding rewrite is done.
The grammar contains rules that match the grammatical
patterns described above. It is split into 4 layers, with rules
of each layer possibly calling only rules of the same and
previous layers. In the first layer, the part-of-speech infor-
mation is used to make rules for matching separate words
(e.g. verbs, nouns, adverbs). The second layer consists
of rules to match chunks (e.g. noun phrases, prepositional
phrases). We did not use a chunker, because we want to
be able to put restrictions on the chunks. The third layer
contains rules for matching and marking the defined terms
and in the last layer the pieces are put together and the com-



plete definitory contexts are matched. The rules were made
as general as possible to prevent overfitting to our training
corpus. In total, the grammar consists of 67 rules (part 1:
24 rules; part 2: 5 rules; part 3: 20 rules and part 4: 18
rules) in a 35K file.
An alternative approach could have been to parse the corpus
syntactically with Alpino, a robust wide-coverage parser
for Dutch (Bouma et al., 2001), as proposed in Fahmi and
Bouma (2006). However, we believe that we don’t need the
level of deep syntactic representation produced by Alpino
and that a shallower representation, as that produced by
our grammar suffices for our purposes. Furthermore, since
parsers (and chunkers) are not available for all the lan-
guages for which we have developed the glossary candidate
detector, a shallow approach was the most promising one.

3.2. The machine learning component

The grammar was used to identify definition patterns and
extracts all sentences that match the patterns described in
it. The result of applying the grammar to our corpus is
a set of 1098 sentences which all have a definition struc-
ture. However, it is not always the case that a given pattern
will univocally identify the desired definition. Therefore,
machine learning has been applied as a filtering step using
the Naive Bayes machine learning algorithm. The Naive
Bayes classifier is a fast and easy applicable classifier based
on the probabilistic model of text (Mitchell, 1997). It has
often been used in text classification tasks (Lewis, 1998;
Lewis and Gale, 1994). It is also one of the classifiers used
in Fahmi and Bouma (2006) for the classification of defi-
nitions. Because our data set is relatively small, we used
10-fold cross validation for better reliability of the classi-
fier results. In 10-fold cross validation, the original sample
is partitioned into 10 subsamples. One of the 10 subsam-
ples is retained as the validation data for testing the model,
and the remaining 9 subsamples are used as training data.
The cross-validation process is then repeated 10 times (the
folds), with each of the 10 subsamples used exactly once as
the validation data. The 10 results from the folds then are
averaged to produce a single estimation.
We aim at finding the best attributes for classifying defini-
tion sentences. We experimented with combinations of the
following attributes (cf. also Fahmi and Bouma (2006)).
Text properties: bag-of-words, bigrams, and bigram pre-
ceding the definition. Punctuation is included as Klavans
and Muresan (2000) observe that it can be used to recog-
nize definitions (i.e. definitions tend to contain parentheses
more often than non-definitions). We include all bigrams
in a sentence as feature. The use of the bigram preceding
the definition is similar to the use of n-grams by Androut-
sopoulos and Galanis (2005) who add n-grams (n being 1,
2 or 3) occurring frequently either directly before or after a
target term.
Syntactic properties: type of determiner within the de-
fined term (definite, indefinite, no determiner). Fahmi and
Bouma (2006) investigated the use of determiners in def-
inition sentences. They found out that for their data the
majority of subjects in definition sentences have no de-
terminer (62 %), e.g. Paracetamol is een pijnstillend en
koortsverlagend middel (‘Paracetamol is an pain alleviat-

setting description

1 using bag-of-words
2 using bigrams
3 combining bag-of-words and bigrams
4 adding bigram preceding definition to setting 3
5 adding definiteness of article in marked term to setting 3
6 adding presence of proper noun to setting 3
7 adding bigram preceding definition & definiteness of article

in marked term to setting 3
8 adding bigram preceding definition & presence of proper

noun to setting 3
9 adding definiteness of article in marked term & presence of

proper noun to setting 3
10 using all attributes

Table 3: Configurations used for the Machine Learning ex-
periment

ing and a fever reducing medicine’), while in non-definition
sentences subject determiners tend to be definite (50 %),
e.g. De werkzame stof is acetylsalicylzuur (‘The operative
substance is acetylsalicylacid’).
Proper nouns: presence of a proper noun in the defined
term, e.g. location, person, organization, or no-class.
Fahmi and Bouma (2006) observed a significant difference
in the distribution of this feature between definition and
non-definition sentences. Definition sentences tend to have
more proper nouns in their subjects (40.63 %) compared to
non-definition sentences (11.58 %).
Fahmi and Bouma (2006) also used the document property
of the position of a sentence in the document. For their type
of texts (i.e. Wikipedia) this is a relevant feature, however,
for our texts which are of a totally different structure this is
not relevant. Another feature they used, which is difficult to
simulate in our experiment, is the position of the subject in
the sentence because we do not have the syntactic structure
of sentences but only the part-of-speech information.
We experimented with 10 combinations of these attributes.
In the first setting, only a bag-of-words has been used by the
classifier and in the second setting only bigrams are used.
The third setting combines unigrams and bigrams. All other
settings (4 - 10) use bigrams and the bag-of-words together,
in combination with one or more other attributes. Table 3
summarizes the 10 settings. Weka, a collection of machine
learning algorithms for data mining tasks, was used to per-
form the experiments (Witten and Frank, 2005).

4. Evaluation

4.1. First step: using the grammar

As already mentioned, the grammar was used to detect def-
initions on the basis of syntactic patterns and we have cal-
culated precision, recall and F-score for each of the types
identified by the grammar to evaluate its performance. The
sentence was identified as the most appropriate unit to eval-
uate the performance and therefore we report the results ob-
tained when using the sentence as a unit (Przepiórkowski et
al., 2007).
We did not only calculate the usual F-score, but also the
F2-score. In this score, recall is weighted twice as much
as precision 3. For the task at hand, where recall is more
important than precision, the latter measure in which recall

3F α = (1+α) · (precision · recall)/(α ·precision+recall).
For F2, α = 2



gets more weight seems appropriate (Przepiórkowski et al.,
2007). The performance of the grammar has been evalu-
ated not only on the corpus on which the grammar has been
based (‘used’), but also on a new data set which also has
been annotated manually and contained around 150 defini-
tions (‘new’).

type data P R F1 F2

is def used 28.10 86.52 42.41 51.11
new 20.97 91.80 34.15 43.19

verb def used 44.64 75.76 56.18 61.48
new 25.76 41.46 31.78 34.46

punct def used 9.91 68.18 17.31 23.04
new 2.58 76.92 4.99 7.25

pron def used 9.18 41.30 15.02 19.06
new 6.15 40.74 10.68 14.16

Table 4: Performance of the grammar

For the to be-patterns, we had a recall of 86.52, a precision
of 28.10 and an F2-score of 51.11 on the training corpus;
for the test set the results were 91.80, 20.97 and 43.18 re-
spectively (Table 4).
For the verb patterns, for the training corpus, recall was
74.76, precision was 44.46 and the F2-score was 61.48. For
the test corpus, both recall and precision were remarkably
lower, namely 41.46 and 25.76. The F2-score on the test
corpus was 34.46.
The main problem with the third pattern type, that is, the
punctuation patterns, is that this pattern also occurs very
often in non-definitory contexts. The precision is therefore
very low (9.91 on training corpus and 2.58 on the test cor-
pus). Recall is higher for the test corpus than it is for the
training corpus (76.92 and 68.18 respectively), but the F-
score is higher for the training corpus.
Within the last type of patterns, the pronoun patterns, two
groups can be distinguished. The first group contains def-
initions starting with dit (‘this’) and the second group con-
tains definitions starting with words such as hiermee (‘with
this’). The first group has roughly the same pattern as the
type 2 definitions, whereas within the second group other
patterns are used. All scores are higher for the training cor-
pus: precision is 41.30 on the training corpus and 40.74 on
the test corpus. Recall is respectively 9.18 and 6.15, and
the F-scores are also higher for the training corpus.
We refer to Westerhout and Monachesi (2007) for more de-
tails on the performance of the grammar.

4.2. Second step: filtering the results using machine

learning methods

The precision of the results obtained with the grammar is
low, which means that a user which wants to use the glos-
sary candidate detector to create a dictionary is presented
with many incorrect definitions. In order to increase preci-
sion, we trained a Naive Bayes classifier and applied it on
the results obtained with the grammar.
The ten attribute settings were tested for the two most fre-
quent definition types: the to be-patterns and the punctu-
ation patterns extracted by the grammar. There were 274
to be-patterns extracted, of which 77 were real definitions.
This means that we have a precision of 28.1 %. For the
punctuation patterns, there were even more incorrect sen-

tences contained. This set includes 454 sentences, of which
45 are correct definitions (precision of 9.9 %).
In classification experiments, often only the accuracy is re-
ported. However, for our purposes the recall and precision
of the definitions are more important than the precision and
recall of the non-definitory contexts. It is possible, that the
accuracy is high, whilst the recall of the definitions is very
low; this occurs when the classifier categorizes a large num-
ber of non-definitions correctly. Such a large difference be-
tween accuracy and recall is clearly present in the results
for the punctuation patterns. Therefore, table 5 reports also
the precision, recall and F-score for the definitory contexts.
For the to be-patterns, the accuracy is highest when all at-
tributes are used. The precision, recall and F-score give
also best results with this configuration. However, the dif-
ferences between the settings are small for settings 3 to 10.
Only for the first two settings, the scores are remarkably
lower.
The accuracy and precision are highest for the punctuation
patterns when configuration 7 is used for training the clas-
sifier. In this setting, the bigram directly appearing before
the defining text and the definiteness of the article are taken
into consideration. Recall and F-score are best for setting
9, the setting in which the definiteness of the article and the
presence of a proper noun in the marked term are used as
attributes.
Although the accuracy scores of the to be-patterns and the
punctuation patterns are comparable (both around 90), pre-
cision, recall and F-score for the classification of definitory
contexts are remarkably lower for the punctuation patterns.
This has to do with the fact that there are far more non-
definitions for the punctuation patterns whereas we are in-
terested in the classification of the definitions.

4.3. Discussion

It should be noticed that the recall values reported in the
previous section are calculated in relation to the number
of correct definitions extracted by the grammar. In order
to identify the final recall values, it is necessary to calcu-
late the scores in relation to the manually annotated set
of definitions, thus the final recall values calculated after
applying the grammar and the machine learning classifier
differ from the recall values reported in the previous sec-
tion. The precision obtained after the machine learning fil-
tering already represents the final precision values, because
it shows the proportion of correctly classified definitions in
relation to the total number of sentences classified as def-
inition. Therefore, the final precision values are already
reported in table 5. In table 6 the final results are reported.

P R F F2

to be 80.00 67.42 73.17 71.15
punctuation 50.00 36.36 42.11 40.00

Table 6: Final results for the to be patterns and the punctu-
ation patterns (using all attributes for both types)

When we compare these results to the results obtained by
the grammar, we should keep in mind that there is a restric-
tion inherent to our approach: recall cannot improve with
respect to the results obtained by the grammar, because we



to be patterns punctuation patterns
Accuracy Precision Recall F-score Accuracy Precision Recall F-score

1 82.1168 69.4 64.9 67.1 88.9868 43.2 35.6 39.0
2 81.3869 66.3 68.8 67.5 86.7841 31.7 28.9 30.2
3 86.8613 76.6 76.6 76.6 88.9868 45.1 51.1 47.9
4 86.8613 76.6 76.6 76.6 89.4273 46.8 48.9 47.8
5 87.2263 77.6 76.6 77.1 88.9868 45.3 53.3 49.0
6 86.8613 76.6 76.6 76.6 90.0881 50.0 53.3 51.6
7 87.5912 78.7 76.6 77.6 90.3084 51.1 53.3 52.2
8 86.4964 76.3 75.3 75.8 90.0881 50.0 53.3 51.6
9 87.9562 78.9 77.9 78.4 90.0881 50.0 57.8 53.6

10 88.3212 80.0 77.9 78.9 90.0881 50.0 53.3 51.6

Table 5: Performance of Naive Bayes classifier on the to be patterns and the punctuation patterns

use these results as input. Correct definitions not detected
by the grammar are definitively lost. As a consequence, it
is inevitable that the recall decreases. However, the better
the classifier performs, the smaller the loss will be.
For the to be-patterns, using the Naive Bayes classifier
leads to an improvement of precision of 51.9 % for the best
setting (setting 10). Recall drops for this same setting with
19.1 %, which means that 14 correct definitions are lost
during the classification step.
For the punctuation patterns, the precision increases with
maximal 41.15 %. The recall decreases with 31.82 %,
which means that 21 definitions are lost during the classifi-
cation step. However, the F1 and the F2 score both increase,
respectively 26.76 and 19.34 %.
There is a trade-off between precision and recall. Before
using the classifier, the recall was better whereas after us-
ing the classifier the precision was much better. For the 21
files we used, 1098 definitions were extracted by the gram-
mar of which 209 were correct (19.03 %). This means that
on average 52 definitions are proposed for a file of which
only 10 are correct. For the user who wants to generate
a glossary related to a learning object, this means that he
has to check the proposed sentences very carefully and that
80 % of them have to be thrown away, if we rely only on
pattern-based methods to identify correct definitions.
At the moment, we have only employed machine learn-
ing methods to filter out results for the to be-patterns and
the punctuation patterns. For these categories the gram-
mar extracted 728 sentences of which only 122 were cor-
rect (16.75 %). After using the Naive Bayes classifier, the
number of definitions presented to the user has decreased to
127 of which 86 are correct (67.7 %). This means that the
user uploading a file is presented with on average 6 possi-
ble definitions per file which have to be checked for these
two categories. Out of these 6 definitions, 4 are real ones.
However, the counter effect of using machine learning after
applying the grammar to detect definition patterns is that on
average 2 correct definitions per file are lost for these cat-
egories. Given that our goal is the automatic development
of glossaries for eLearning purposes, it remains to be eval-
uated whether a pure pattern-based approach for definition
extraction might be more appropriate than one in which it is
combined with machine learning techniques, as discussed
in more detail in the section below.
It is difficult to compare our results with those achieved
in the area of definition extraction for automatic building
of dictionaries, question-answering and within ontology
learning given the different setup, languages involved, ap-

plications and aims. Perhaps, the only work we could com-
pare our results with is that of Fahmi and Bouma (2006)
given the similarity of tasks, methodology and language.
Their results with respect to accuracy are slightly better
than ours since their best accuracy is 90.26% for the Naive
Bayes classifier with respect to the to be-pattern while in
our case the best result is 88.32%.However, it should be
noticed that they have employed a much bigger and more
structured corpus than ours. On the other hand, Fahmi and
Bouma (2006) could not measure the effect of using ma-
chine learning on recall, because they did not annotate the
definitions in their corpus manually and could therefore not
compare the results obtained to the set of manually anno-
tated definitions. Thus, we cannot evaluate how we com-
pare to them in this respect.

5. Embedding into ILIAS and qualitative

evaluation

The glossary candidate detector we have presented, is one
of the functionalities which have been integrated in the IL-
IAS LMS. One of the aims of the LT4eL project is to show
that the automatic development of glossaries, on the basis
of definitions attested in the learning objects, should help
the student in its learning process. Even though the glos-
sary candidate detector has been integrated into ILIAS, it
should be possible to enhance other LMSs with it since it
has been offered as web service.
It is very easy for a user to generate a glossary on the ba-
sis of a file. First, the user selects the option to generate a
glossary for the learning object he has uploaded, this im-
plies that the glossary candidate detector will become ac-
tive and a list with terms and associated definitions will be
produced. One of the definitions produced is shown in fig-
ure 5., a definition for the term ontologie (‘ontology’). As
a second step, the user can then select all appropriate def-
initions from the list, and adapt the context or term when
necessary. As a last step, the glossary is created on the ba-
sis of the definitions selected by the user. The possibility of
adding additional definitions is also envisaged. It should be
noticed that glossary generation is an interactive task, since
the user can decide which definitions are appropriate and
which should be removed.
In the previous section, we have discussed a quantitative
evaluation of the performance of the glossary candidate de-
tector, which is crucial to verify that the tool produces state
of the art results. However, we believe that the best way
to evaluate the glossary candidate detector is in the con-
text of its use within ILIAS. Therefore, a scenario based



Figure 1: Definition proposed by the GCD integrated into ILIAS

evaluation of the glossary candidate detector has been car-
ried out. Given the eLearning context in which we oper-
ate, it might be thus more relevant to evaluate the degree
of satisfaction of the users. These are both the tutors who
will exploit this functionality in order to develop glossaries
semi-automatically as well as the learners who will have
glossaries at their disposal produced with this functionality
that should facilitate their learning process.
The increased focus on eLearning in universities has cre-
ated the need for tutors to make content available electron-
ically, by developing and storing learning objects in Learn-
ing Management Systems. During the design of learning
material, it is important that working definitions of tech-
nical vocabulary are available to tutors and students alike,
particularly when material is re-used, so that it can be veri-
fied that technical terminology is used consistently through-
out the material, and to aid in the construction of glossaries.
Therefore, we have developed a scenario centered on a tutor
dealing with the creation of new content to be uploaded in
a Learning Management System. Our hypothesis was that
the definition extractor we have developed should facilitate
the role of the tutor in creating a glossary of terms. Tutors
were thus asked whether the definition extractor is a useful
tool for the task they had to carry out and 27 tutors agreed
that this was the case (6 of which strongly agreed) while 1
disagreed and 5 didn’t have an opinion. Tutors said that the
tool saves time and gives a good base to start from and it is
a good way to store relevant terms and definitions.
Two scenarios were also developed to assess the usefulness
of the definition extractor for students. In the first sce-
nario, students were given a copy of a paper and asked to
prepare a summary within a limited time scale. The stu-
dents were split into two groups, a control group that car-
ried out the preparation of the synopsis without additional
help and a target group that was supplied with a list of (key-
words and) definitions previously extracted from the docu-
ment by means of the relevant tools. The target group was
asked about the quality and usefulness of the list of (key-
words and) definitions in supporting the task of preparing
the summary. They were also asked to express their views
on whether they considered that using these tools for other
content in their studies would be helpful. The control group
was asked about its experience and the difficulty of the task.
Students were also asked whether they felt a list of (key-

words and) definitions would have been useful and whether
they would find it useful to be able to generate these for
other documents to use in their studies. The results show
that 39 of the 43 students in the target group agreed that
the definitions given were correctly extracted from the text.
The majority of the students also agreed that the list of def-
initions was useful in preparing the summary and that it
would be useful for them to have the definition extractor
at their disposal to be able to extract definitions from other
texts used in their study. As for the control group, 27 of the
37 students agreed that having a list of definitions would
help them in the preparation of the summary while 5 dis-
agreed and 5 didn’t have an opinion. In addition, 27 of the
37 students agreed that the automatic extraction of defini-
tions from documents finalized to the creation of glossaries
linked to learning material would be useful for their studies.
In the second scenario, students had the task of finding rel-
evant material within the LMS that they could employ to
find answers to some quiz questions. They had at their
disposal various search methods including the definition
search based on the definitions present in the various glos-
saries automatically developed. This scenario involved a
much more limited number of students but showed equally
positive results. In particular, 5 of the 6 students agreed
that the glossaries were useful for preparing for the quiz
with one not having an opinion, the same result was ob-
tained for the question on whether the students would want
to use the glossary candidate detector in their studies and
whether they found it a useful tool to help them answer the
quiz.

6. Conclusions

One of the functionalities developed within the LT4eL
project is the possibility to derive glossaries automatically
on the basis of the definitory contexts identified within the
learning objects.
A pattern-based approach is employed to identify the defin-
itory contexts. The current grammar is able to identify most
types of definitory contexts and we obtain an acceptable re-
call while precision should be improved. The pattern-based
approach has also been adopted for the other 7 languages
involved in the LT4eL project, that is, English, German,
Portuguese, Polish, Czech, Romanian and Bulgarian. The
results and problems are similar for the different languages



(Lemnitzer, 2007). To improve precision, for Dutch, ma-
chine learning techniques have been employed which have
shown that precision can be improved considerably, with
the consequence that recall decreases.
Improvements can be envisaged to find a better balance be-
tween precision and recall. To this end, we plan to evaluate
other classifiers and to include additional features, includ-
ing semantic ones. Furthermore, we plan to extend the use
of machine learning techniques to all types of definitions
and not only to the most frequent ones. We will also exper-
iment with using only machine learning and combining a
basic grammar with machine learning. This basic grammar
will contain very basic rules, e.g. simply matching all sen-
tences containing a certain connector verb without taking
any context into consideration.
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Abstract
The paper deals with the task of definition extraction from a small and noisy corpus of instructive texts. Three approaches are presented:
Partial Parsing, Machine Learning and a sequential combination of both. We show that applying ML methods with the support of a trivial
grammar gives results better than a relatively complicated partial grammar, and much better than pure ML approach.

1. Introduction
The aim of this paper is to contrast two approaches
to the task of extracting definitions from relatively un-
structured instructive texts (textbooks, learning materials
in eLearning, etc.) in a morphologically rich, relatively free
word order, determinerless language (Polish). The task is
a part of a larger EU project, Language Technology for
eLearning (LT4eL; http://www.lt4el.eu/), focus-
ing on facilitating the construction and retrieval of learning
objects (LOs) in eLearning with the help of language tech-
nology; the results of definition extraction are presented
to the author or the maintainer of a LO as candidates for
the glossary of this LO. Since it is easier to reject wrong
definition candidates than to go back to the text and search
for missed definitions manually, recall is more important
than precision in the evaluation of the results.
Previous work (Przepiórkowski et al., 2007a;
Przepiórkowski et al., 2007b) approached this task
via the manual construction of partial (or shallow) gram-
mars finding fragments of definition sentences. In this
paper we attempt to quantify the extent to which the same
task may be accomplished with the automatically trained
machine learning classifiers, without the need to construct
sophisticated manual grammars.
For the experiments described below, a corpus of instruc-
tive texts of over 300K tokens (with over 550 definitions)
was automatically annotated morphosyntactically and then
manually annotated for definitions. The corpus was split
into two main parts: a training corpus (combined of what
Przepiórkowski et al. (2007b) call a training corpus and
a held-out corpus) and a testing corpus. The quantitative
characteristics of these corpora is given in Table 1.

training testing TOTAL

tokens 223 327 77 309 300 636
sentences 7 481 3 349 10 830
definitions 386 172 558
sentences with def. 364 182 546

Table 1: Corpora used in the experiments

2. Partial Parsing Experiments
Partial parsing experiments are most fully described in
(Przepiórkowski et al., 2007b). Since the input texts were
XML-encoded1, the XML-aware efficient lxtransduce
tool (Tobin, 2005) was used for the implementation
of the grammar. The grammar, essentially a cascade of
regular grammars, was developed within about 10 work-
ing days in over 100 iterations, where in each iteration
the grammar was improved and the results were evalu-
ated (on portions of the training corpus only) both quan-
titatively (automatically) and qualitatively (manually). The
final grammar, called PG2 (partial grammar), contains 13
top level rules (with 48 rules in total, in a 16K file, 12.5
lines for a rule, on the average).
For the evaluation, three baseline grammars were con-
structed: from the trivial B1 grammar, which marks all sen-
tences as definition sentences, through B2, which marks as
definitory all sentences containing a possible Polish cop-
ula (jest, są, to), the abbreviation tj. ‘i.e.’, or the word czyli
‘that is’, ‘namely’, to B3, a very permissive grammar mark-
ing as definitions all sentences containing any of the 27
very simple patterns (in most cases, single-token keywords)
manually identified on the basis of manually annotated def-
initions (these patterns include all patterns in B2, as well
as various definitor verbs, apparent acronym specifications,
the equal sign ‘=’, etc.).
For all grammars, a sentence was classified as a definition
sentence if the grammar found a match in this sentence (not
necessarily spanning the whole sentence).
All grammars were applied to the testing corpus, unseen
during the development of the grammars; the results are
given in Table 2. Apart from precision (P) and recall (R),
also the usual F-measure is given (F1), as well as F2 used
by Przepiórkowski et al. (2007a) and F5 (apparently) used
by Saggion (2004).3 Note that for the task at hand, where

1More precisely, the input adheres to the XML Corpus Encod-
ing Standard (Ide et al., 2000).

2This is the GR’ grammar of Przepiórkowski et al. (2007b)
3It should, however, be noted that Saggion (2004) uses F5 to

evaluate definition answers to particular questions.



recall is more important than precision, the latter two mea-
sures seem appropriate, although whether recall is twice as
important as precision (F2) or five times as important (F5) is
ultimately an empirical issue that should be settled by user
case evaluation experiments.

P R F1 F2 F5

B1 5.43 100.00 10.31 14.71 25.64
B2 9.69 61.54 16.74 22.11 32.53
B3 10.54 88.46 18.84 25.54 39.64
PG 18.69 59.34 28.42 34.39 43.55

Table 2: Partial grammar evaluation on the testing corpus

3. Machine Learning Experiments
Given the relatively small amount of data at our disposal
(cf. Table 1 above) and the inherent difficulty of the task,
we were skeptical about the applicability of machine learn-
ing approaches in this case, but, nevertheless, decided to
perform some experiments, starting with some traditional
well-known classifiers as implemented in the Weka toolset
(Witten and Frank, 2005): Naïve Bayes, decision trees (ID3
and C4.5), the lazy classifier IB1 and AdaBoostM1 with
Decision Stump, as well as the nu-SVC (EL-Manzalawy
and Honavar, 2005) implementation of Support Vector Ma-
chines.
In case of the AdaBoost classifier, the number of iterations
in the reported experiments was set to 1000. Other values
(10, 100 and 10000) were also tested. Increasing the num-
ber of iterations led to the increase of the results, but also
to the significant increase of the time of operation of the
classifier. 10000 iterations took unacceptably long and the
results were not much better than for 1000 iterations.
The nu-SVC classifier was used with radial basis kernel.
Other kernels were also tested and proved worse. The nu
parameter was set to 0.5 for 1:1 subsampling, 0.4 for 1:3,
0.2 for 1:5, 0.1 for 1:10 and 0.05 for no subsampling.
In general, the higher the nu value, the better the results,
but a value too high for a given subsampling ratio causes an
error.
The attribute set was constructed as follows: for selected
n-gram types (see Table 34), we took the most frequent n-
grams of every type from all the sentences in the corpus.
The maximum number was arbitrarily chosen for each n-
gram type; the numbers really used are smaller than this
value when there are not enough possibilities (e.g., cases)
in the corpus, and a little higher when there are a few n-
grams with the same frequency exactly on the threshold.
For those experiments we used the whole corpus (training
and testing, cf. Table 1 and Przepiórkowski et al. (2007b)),
and applied the usual 10-fold cross-validation for the pre-

4The number of ctags reported in the table is higher than
the number of parts of speech in the IPI PAN Tagset used here,
due to an error in corpus annotation (in two files, instead of part
of speech only, full morphosyntactic information has been as-
signed as ctag). This additionally increased the noise in the data,
so the results reported in this paper should be treated as a lower
boundary on the actually attainable results.

n-gram type max allowed really used
base 100 100
base-base 100 100
base-base-base 100 115
ctag 100 100
ctag-ctag 100 100
ctag-ctag-ctag 100 100
case 100 8
case-case 100 59
case-case-case 100 100

Table 3: Feature set used in initial 10-fold cross-validation
experiments

liminary evaluation. For the sake of reproducibility, the cor-
pus was split into folds once and this division was used
in the following cross-validation experiments. The posi-
tive and negative examples were randomly assigned to one
of the 10 subsets; the ratio of positive to negative examples
in every subset was balanced.
The corpus has (and every corpus of this type will in-
herently have) a prevalent number of negative instances.
The ratio of non-definitions to definitions in our training
texts is about 19. Thus, we decided to subsample the nega-
tive instances. For example, for the 1:5 subsampling ratio,
all positive instances were used, and 5 times more nega-
tive instances were chosen randomly from the whole set
of negative instances. A side effect of this approach is
that the results of experiments with subsampling are still
not 100% reproducible, owing to the randomisation factor.
Some classifiers are more influenced by this factor, some
are less, but the absolute differences of precision and recall
between the results of two independent tests we have con-
ducted very rarely exceed 0.5%, and tend to be balanced
with regard to F-measures.
The experiments have shown that reducing the preva-
lence of negative examples noticeably increases recall —
of course not without a loss of precision, but the change
in terms of F2 is always positive or negligible. For this rea-
son, in further research we focused on configurations with
the high subsampling ratio of negative instances. One pos-
itive side effect of subsampling was a substantial (up to 13
times in case of AdaBoost) decrease in execution time, as
fewer examples have to be analysed.
The results of ten-fold cross-validation on the whole cor-
pus (using the balanced random split), for different subsam-
pling ratios, as well as results achieved on the same corpus
by the grammars, are presented in Table 4. Even the best
classifiers are significantly worse than the partial grammar
PG. Note that some ML configurations achieve PG’s pre-
cision, while other configurations — PG’s recall, but never
both at the same time.

4. Sequential combination of grammars
with classifiers

In order to improve the precision, we applied the B3
grammar sequentially before the classifiers came into play.
In this approach the classifiers filter the results of the gram-
mar: all sentences rejected by B3 are unconditionally



Classifier Ratio P R F1 F2 F5 Comments
NB 1:1 8.77 57.69 15.23 20.18 29.90

1:5 9.94 51.65 16.67 21.53 30.39
1:10 10.21 49.08 16.90 21.62 30.02
1:all 10.16 46.70 16.69 21.24 29.20

C4.5 1:1 8.20 62.45 14.50 19.48 29.70
1:5 13.90 28.21 18.62 21.00 24.08
1:10 18.47 15.93 17.11 16.70 16.31
1:all 35.94 8.42 13.65 11.31 9.66

ID3 1:1 8.26 64.29 14.65 19.72 30.18
1:5 13.11 36.63 19.31 22.93 28.20
1:10 15.52 26.56 19.59 21.47 23.74
1:all 17.57 19.05 18.28 18.53 18.78

IB1 1:1 9.72 50.00 16.28 21.00 29.58
1:5 15.86 25.09 19.43 21.01 22.87
1:10 19.88 17.95 18.86 18.55 18.24
1:all 22.19 14.47 17.52 16.37 15.36

nu-SVC 1:1 9.88 65.93 17.19 22.81 33.89 nu=0.5
1:5 20.39 38.46 26.65 29.69 33.51 nu=0.2
1:10 26.88 28.21 27.52 27.75 27.97 nu=0.1
1:all 31.51 16.85 21.96 19.94 18.27 nu=0.05

AB+DS 1:1 10.59 54.95 17.75 22.92 32.35 10 iterations
1:5 27.95 16.48 20.74 19.09 17.69 10 iterations
1:1 11.89 66.48 20.17 26.27 37.66 100 iterations
1:5 28.07 18.86 22.56 21.18 19.95 100 iterations
1:1 11.67 68.32 19.94 26.10 37.77 1000 iterations
1:5 27.49 20.70 23.62 22.55 21.59 1000 iterations

B3 9.12 89.56 16.55 22.73 36.26
PG 18.08 67.77 28.54 35.37 46.48

Table 4: Performance of the classifiers for different ratio of positive to negative examples evaluated using 10-fold cross-
validation on the whole corpus with balanced random split, and evaluation of the grammars on the same (whole) corpus for
comparison

marked as non-definitions, and only sentences accepted by
B3 are passed to the ML stage, where their status is deter-
mined.
In these experiments the classifiers were trained
on the training corpus and evaluated on the testing
corpus. It effectively takes almost 10 times less time than
cross-validation on the whole corpus, so an augmented set
of features could be used. Apart from 1, 2 and 3-grams
of single features, mixed combinations of attributes were
added — see Table 5 for details.

4.1. Single classifiers

As the grammar in the preliminary stage takes some
care of precision, classifier configurations with high re-
call turned out to be optimal, as they are complementary
to the grammar. Thus, for all types of classifiers, the 1:1
subsampling ratio ensured the best results. The evaluation
on the testing corpus for single classifiers with subsampling
1:1 is presented in Table 6.
Note that the best of these results, especially, B3 com-
bined with the AdaBoost classifier, approach the results
of the grammar PG, but still do not exceed them in terms
of F2.

n-gram type max allowed really taken
base 400 404
base-base 100 100
base-base-base 100 101
ctag 100 106
ctag-ctag 100 100
ctag-ctag-ctag 100 100
case 100 8
case-case 100 59
case-case-case 100 101
base-case 100 100
case-base 100 100
base-ctag 100 100
ctag-base-ctag 50 50
ctag-base-base-ctag 50 50
case-base-case 50 50

Table 5: Feature set used in filtering experiments

4.2. Ensembles of classifiers

In the next step we created homogeneous ensembles
of classifiers. Every classifier in the ensemble was trained
on all positive examples and a different subset of the nega-



Classifier P R F1 F2 F5

ID3 15.54 58.24 24.54 30.40 39.95
IB1 16.17 47.80 24.17 28.94 36.05
C4.5 15.97 56.59 24.91 30.62 39.74
NB 16.20 53.58 24.90 30.34 38.81
nu-SVC 17.44 62.09 27.23 33.50 43.52
AB+DS 18.27 60.44 28.06 34.16 43.65

Table 6: Filtering approach: results of single classifiers
with subsampling 1:1

# Classifier P R F1 F2 F5

7 ID3 19.94 69.23 30.96 37.95 49.03
3 IB1 16.98 45.05 24.66 29.04 35.32
7 C4.5 19.67 59.34 29.55 35.49 44.41
1 NB 16.20 53.58 24.90 30.34 38.81
3 nu-SVC 19.06 64.29 29.40 35.89 46.06
7 AB+DS 19.59 63.19 29.91 36.28 46.09

B3 10.54 88.46 18.84 25.54 39.64
PG 18.69 59.34 28.42 34.39 43.55

Table 7: Filtering approach: Best results of ensembles
of classifiers with subsampling 1:1, and evaluation of the
grammars on the same (testing) corpus for comparison

tive ones (size of the subset was determined by subsampling
ratio). Then, majority voting was used to determine the de-
cision of the whole ensemble for each sentence. In this way
errors in classification made by one of the classifiers — es-
pecially those caused by an “unlucky” choice of negative
examples — may be corrected by other classifiers in the en-
semble.
The six classifiers were tested in ensembles of 3, 5, 7,
9 and 13, with variable subsampling ratios. The evalua-
tion results for combinations of B3 with the best ensem-
bles of classifiers with subsampling ratio 1:1 (as for single
classifiers, this ratio always rendered the best results) are
presented in Table 7, together with the analogous results
for the pure grammars B3 and PG, repeated from Table 2.
Note that four of these ensembles of classifiers, when com-
bined with the baseline grammar B3, exceeded the results
of the relatively sophisticated PG; only the lazy learner IB1
and the Naïve Bayes classifier resulted in F2 significantly
worse than that of PG.
The dependence of the results on the number of classifiers
in each ensemble was not as straightforward as the mono-
tonic dependence on subsampling ratio: some larger en-
sembles achieved worse results than smaller ensembles
of the same type of classifiers.
It is however worth noting that, in case of some of the clas-
sifiers, the differences between results of bigger and smaller
ensembles are negligible; taking into account the randomi-
sation factor mentioned before, they could be treated as of
equal quality. For instance, while AB+DS achieves the best
results in an ensemble of 7, all other ensembles of this clas-
sifier are nearly as good. It is in a way similar to nu-SVC
that scores best in an ensemble of 3 and almost as good
in any larger configuration (but its results, when it is used

on its own, are significantly worse). C4.5 achieves com-
parably good results in any ensemble of 7 or more. Other
classifiers behave differently: ID3 is quite clearly the best
in an ensemble of 7, IB1 performs equally well in an ensem-
ble of any size (including 1), while combining a number of
NB classifiers into an ensemble actually gives worse results
than for a single NB classifier.
For practical applications the execution time may also
be important. The approximate measurements show that,
among the ensembles in Table 7, 7xID3, 7xC4.5, 1xNB
and 3xnu-SVC are equally fast (1-2 minutes in our environ-
ment), 3xIB1 is slower (6 minutes5), and 7xAB+DS with
1000 iterations is the slowest (25 minutes6).

4.3. Role of B3 grammar
We conducted an additional experiment to verify the influ-
ence of the B3 grammar on the combination of classifiers.
This was done by repeating some tests — single classi-
fiers with the 1:1 subsampling ratio — without the initial
filtering by the grammar. For details, see Table 8. This
was in a way similar to the pure ML experiments described
in the previous section — but this time the evaluation has
been performed on the testing corpus and with the aug-
mented set of features, so the results may be compared di-
rectly to those in Table 6.

Classifier P R F1 F2 F5

ID3 9.91 60.99 17.05 22.44 32.81
IB1 9.41 51.65 15.92 20.69 29.54
C4.5 10.90 60.44 18.47 24.03 34.39
NB 11.68 56.04 19.34 24.74 34.32
nu-SVC 10.76 64.29 18.44 24.19 35.15
AB+DS 13.47 63.19 22.20 28.33 39.12

Table 8: Pure ML approach: results of single classifiers
with subsampling 1:1

The results — in terms of F2 — are much better when B3
is applied before the classifiers. Table 9 visualises the rel-
ative differences between the results with and without B3,
counted using the following formula:

value in Table 9 =
value in Table 6
value in Table 8

− 1

Note that a significant increase of precision is accompanied
by only a small decrease of recall. Even though the B3
grammar rejects less than 12% of the sentences, it greatly
improves the final result by apparently rejecting significant
part of potential false positives.

5. Conclusion
The main result of this paper is that, for the task of defi-
nition extraction, a sequential combination of a very sim-
ple baseline partial grammar with machine learning algo-
rithms gives results which are as good as — and sometimes

5As mentioned before, 1xIB1 is almost equally good, and two
times faster.

61xAB+DS with 1000 iterations, and even 1xAB+DS with 100
iterations, achieve F2 exceeding 34%, the latter in 1.5 minutes.



Classifier P R F1 F2 F5

ID3 56,8% -4,5% 43,9% 35,5% 21,8%
IB1 71,8% -7,5% 51,8% 39,9% 22,0%
C4.5 46,5% -6,4% 34,9% 27,4% 15,6%
NB 38,7% -4,4% 28,7% 22,6% 13,1%
nu-SVC 62,1% -3,4% 47,7% 38,5% 23,8%
AB+DS 35,6% -4,4% 26,4% 20,6% 11,6%

Table 9: Relative gain of applying B3 before the classifiers
(for single classifiers, 1:1 subsampling ratio)

significantly better than — the results of the application
of manually constructed partial grammars, and much higher
than the results of ML classifiers alone. Two corollaries
of this result are: 1) even if only a small amount of noisy
training data is available, the application of automatic ma-
chine learning methods may exceed pure grammar-based
approaches, 2) but the clear improvement is observed only
when such ML algorithms are supported by some — rela-
tively trivial — a priori linguistic knowledge.
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Definition Extraction
with Balanced Random Forests
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Abstract. In this paper we propose a machine learning approach to
the task of identifying definitions in Polish documents. Specifics of the
problem domain and characteristics of the available dataset have been
taken into consideration, by carefully choosing and adapting a classifi-
cation method to highly imbalanced and noisy data. We evaluate the
performance of a Random Forest-based classifier in extracting defini-
tional sentences from natural language text and give a comparison with
previous work.

1 Introduction

Natural Language Processing (NLP) tasks often involve heavily imbalanced data,
with a dominating “uninteresting” class and a minority “interesting” class. One
such task is that of definition extraction, where a set of sentences is to be clas-
sified into definitional and non-definitional sentences. There may be as many as
20 non-definition sentences for any single definition sentence in an instructive
text, but it is the latter class that a definition extraction system is interested in.

The usual Machine Learning (ML) classifiers, ranging from naïve bayesian
methods, through decision trees, perceptrons and various lazy learners, to the
currently very popular classifiers based on Support Vector Machines (SVMs) and
on Adaboost, do not work well in such cases, even when trained with subsam-
pling (of uninteresting examples) or oversampling (of the interesting examples).
The problem is that such classifiers attempt to minimise the overall error rate,
rather than concentrating on the interesting class. In case of a dataset with a
1:20 ratio of interesting to uninteresting cases, it is difficult to beat a classifier
uniformly assigning each new item to the uninteresting class: such a classifier
reaches the overall accuracy higher than 95%, but at the cost of misclassifying
all the interesting cases!

The problem of heavily imbalanced data has already been addressed in the
ML community, where most solutions consist either in the assignment of a high
cost to the misclassification of the minority class or in subsampling and/or over-
sampling. A novel approach to the problem has been proposed in Chen et al.
2004 and it consists in a modification of the Random Forest (Breiman, 2001)
classifier.

Random Forest (RF) is a homogeneous ensemble of regression (e.g., CART)
or decision (e.g., C4.5) unpruned trees, where — at each node of the tree —



a subset of all attributes is randomly selected and the best attribute on which
to further grow the tree is taken from that random set. Additionally, Random
Forest is an example of the bagging (bootstrap aggregating) method, i.e., each
tree is trained on a set bootstrapped1 from the original training set. Decisions
are reached by simple voting.

Balanced Random Forest (BRF; Chen et al. 2004) is a modification of RF,
where for each tree two bootstrapped sets of the same size, equal to the size of
the minority class, are constructed: one for the minority class, the other for the
majority class. Jointly, these two sets constitute the training set.

The aim of this paper is to demonstrate that BRF is a technique well-suited
to the difficult problem of definition extraction and, by extension, other NLP
tasks. When trained on the dataset of Polish instructive texts introduced in
Przepiórkowski et al. 2007b,a, BRF-based classifiers give better results than
manual definition extraction grammars (Przepiórkowski et al., 2007a) or the
usual ML classifiers, even when combined with some a priori linguistic knowledge
(Degórski et al., 2008).

In what follows we first introduce the attribute space assumed here (§2),
then describe the used classification approach (§3) and present the results of our
experiments (§4). Finally, we outline work conducted previously in the field (§5)
and conclude with possibilities of further research (§6).

2 Feature Selection

Employing any machine learning approach to unstructured data requires that
data is represented in the form of feature values, either binary, numeric or nom-
inal. We use a relatively straightforward approach of n-gram representation of
the sentences in the available document set. Each sentence is represented by a
vector of binary values, where each value indicates whether a particular n-gram
is present in the corresponding sentence. The n-grams consist of base forms of
words, their parts of speech and grammatical cases that appear in the greatest
number of sentences in all documents. We individually count the occurrences
of each of the n-grams in sentences marked as definitions and non-definitions.
Both lists are then combined and a number of most common entries is selected
to form a dictionary of features used for sentence description.

Even by limiting the length of generated n-grams to n ≤ 3 and having a
choice of three distinct n-gram types: base word form (further denoted as base),
part of speech of the word (ctag) and its grammatical case (case), we face a
problem of many possible dictionary configurations, selecting from the set of
31 + 32 + 33 = 39 possibilities. Including too many n-gram types would result
in a an extremely large attribute space, while including too few in reducing the
potential classification accuracy. We approached the problem by measuring the
average value of the χ2 statistic of each of the possible n-gram types with respect
1 That is, examples in such a bootstrapped training set are uniformly and randomly

drawn with replacement from the original training set. As a result, some examples
will be repeated while other will not make it to the bootstrapped set.



to the class attribute. This was performed on a training set consisting of all the
available documents, on the basis of 100 n-grams for each of the 39 types. Table 1
presents a list of the 20 n-gram types with the highest average χ2 value.

Table 1: Top 20 values of the χ2 statistic of possible n-gram permutations.

rank n-gram average χ2 rank n-gram average χ2

1 base 21.04 11 base base ctag 16.70
2 ctag ctag case 18.91 12 ctag base ctag 16.29
3 ctag base 18.53 13 ctag ctag base 14.77
4 base case 18.45 14 ctag case 14.69
5 base ctag 17.92 15 ctag ctag ctag 14.63
6 base base 17.81 16 base ctag case 14.52
7 base base case 17.73 17 base base base 14.33
8 ctag base case 17.43 18 ctag 13.88
9 ctag ctag 17.11 19 ctag case ctag 13.65

10 ctag base base 16.73 20 base ctag ctag 13.59

Unfortunately, just taking a number of attributes from the top of this list
does not guarantee the best possible selection of n-gram types. This is because
certain attribute pairs may be statistically dependent and introducing both of
them into the dictionary would result in noise, instead of meaningful data for
the classifier. Having experimented with different attribute configurations, we
have chosen the following heuristic procedure of attribute selection: we take one
attribute at a time from the sorted list, starting from the top, and reject these
n-grams of length n = 3, for which another trigram with one of the same feature
types has already been selected. The resulting set of 10 selected n-gram types is
presented in Table 2.

Table 2: The selected set of n-gram types.

no. n-gram no. n-gram

1 base 6 base base

2 ctag ctag case 7 ctag ctag

3 ctag base 8 ctag case

4 base case 9 base base base

5 base ctag 10 ctag

For comparison purposes, we also present here the results of experiments on a
dataset from the work of Degórski et al. 2008, where the set of n-grams has been
selected in a different manner and using a different set of attributes. Specifically,
this dataset, referenced later as the “baseline dataset”, has been created by using



the 100 most common uniform unigrams, bigrams and trigrams of base forms,
parts of speech and cases (i.e., base, base-base, . . . , ctag-ctag-ctag).

3 Classifying Imbalanced Data

As noted earlier, the available dataset of definitional and non-definitional sen-
tences is highly imbalanced and consists of 10830 sentences, 546 of which contain
— or are a part of — definitions. Consequently, any successful classification-based
approach to extraction of definitions from this data must take into consideration
— either explicitly or implicitly — the difference in training samples from both
categories.

The most common way of dealing with imbalanced data is introducing ap-
propriately weighted costs for specific classes or sampling the available training
set. Balanced Random Forest is an approach where equalizing the influences
of classes is not performed externally to classification algorithm by evaluating
weights, but is integrated in the very process. Here, for the task of extracting def-
initions from a set of documents by sentence classification, we use the following
algorithm, based on Chen et al. 2004:

– split the training corpus into definitions and non-definitions; let us assume
that there are nd definitions and nnd non-definitions;

– construct k trees, each in the following way:
• draw a bootstrap sample of size nd of definitions, and a bootstrap sample

of the same size nd of non-definitions;
• learn the tree (without pruning) using the CART algorithm, on the basis

of the sum of the two bootstrap samples as the training corpus, but:
• at each node, first select at random m features (variables) from the set

of all M features (m < M ; selection without replacement), and only
then select the best feature (out of these m features) for this node; this
random selection of m features is repeated for each node;

– the final classifier is the ensemble of the k trees and decisions are reached by
simple voting.

We have chosen the value of m to be equal to
√

M in all the experiments.
As Random Forest is a well known classifier and widely covered in the lit-

erature, it also allows having a greater insight into the results produced by the
BRF approach. RFs have been verified to be suitable both for large and highly
dimensional data, as is the case in natural language processing. They also pro-
vide means of estimating the classification error rate without performing a full
cross-validation procedure and for estimating variable importance and variable
interactions. In our current experiments we have not performed such estima-
tions, as we are more interested in selecting the optimal set of n-gram types,
than comparing the importance of particular features.



4 Experimental Results

We use several statistical parameters to describe and compare the results of the
proposed classification approach: recall and precision are the most commonly
calculated information retrieval performance measures. We assume the sentences
marked as definitions to be the set of relevant documents in the retrieval task:

precision =
|{definitions} ∩ {retrieved sentences}|

|{retrieved sentences}|
(1)

recall =
|{definitions} ∩ {retrieved sentences}|

|{definitions}|
(2)

For a single-valued performance indicator, we use the F-measure, both in
the form used in the previous papers on Polish definition extraction (marked as
Fα) and in the more common sense (marked as Fβ). For F1 we just use F1 (as
Fα=1 = Fβ=1):

Fα =
(1 + α) · precision · recall

α · precision + recall
(3)

Fβ =
(1 + β2) · precision · recall

β2 · precision + recall
(4)

Finally, we also calculate the area under the ROC curve (AUC), which is another
single-valued measure of retrieval accuracy, but not tied to a single probability
threshold value, like the F-measure. Still, because in the task of definition ex-
traction we are more interested in maximizing the recall value (in other words:
minimizing the false negative rate), we compare all further experiment results
on the basis of Fα=2 and Fβ=2 values.

Our initial experiments aimed at verifying whether any additional prepro-
cessing of the available data, commonly applied to text classification problems,
would result in improving the accuracy of definition extraction. Firstly, we have
included the information about the relative position of an n-gram in a sentence
into the feature vector. By dividing the sentences into three equal parts and
counting the n-gram occurrences in each of the parts separately, we have in-
creased the attribute space three times, but achieved no increase in performance
(Table 3). We may speculate that the positional information introduced too
much noise, as the available dataset was too small to benefit from the signifi-
cantly larger feature space.

Similarly, there was no gain in definition extraction accuracy after includ-
ing the information about the actual number of occurrence counts of particular
n-grams in the analyzed sentences. This may also be explained by a relatively
small size of the available dataset and sparseness of the feature vector. The cal-
culated numbers of occurrences were negligibly small and provided no additional
information to the classifier.

Finally, applying a stop-list of most common words and filtering non-alpha-
numeric characters from the documents also proved to reduce both the value of
Fα=2 and Fβ=2 measures. Thus, neither of the attribute modifications and data



Table 3: The influence of additional preprocessing steps on classification accuracy. Ten-
fold cross-validation results, with 100 iterations of random trees generation.

dataset precision recall F1 Fα=2 Fα=5 Fβ=2 Fβ=5 AUC

base 18.11% 66.10% 28.43% 35.10% 45.85% 43.20% 59.99% 82.36%
n-gram position 16.20% 63.90% 25.85% 32.25% 42.86% 40.22% 57.40% 81.20%

n-gram occurrence 17.20% 65.00% 27.20% 33.74% 44.42% 41.78% 58.72% 81.40%
base form stoplist 17.30% 63.00% 27.15% 33.50% 43.74% 41.22% 57.19% 81.40%

preprocessing steps mentioned above have been used in further experiments. A
detailed comparison of each of the approaches has been presented in Figure 2a.

In an effort to determine the optimal size of feature space for classification,
we have conducted a series of experiments with an increasing number of n-grams
used for sentence representation (Table 4 and Figure 1a). On the basis of the
results, we have decided to use 100 n-grams of each type in further experiments,
as increasing their number above that threshold does not seem to have any
positive influence on the classification accuracy. By choosing that number, we
obtained a training set consisting of 10830 instances and 929 attributes (as there
are less than 100 different n-grams of the type ctag).

Table 4: The influence of the number of used n-grams of each type on classification
accuracy. Ten-fold cross-validation results, with 100 iterations of random trees gener-
ation.

n-grams precision recall F1 Fα=2 Fα=5 Fβ=2 Fβ=5 AUC

10 14.41% 57.69% 23.06% 28.83% 38.45% 36.04% 51.72% 76.64%
20 17.20% 63.71% 27.09% 33.51% 43.92% 41.35% 57.71% 81.65%
30 18.66% 65.37% 29.03% 35.64% 46.13% 43.56% 59.63% 82.74%
40 19.05% 66.84% 29.65% 36.40% 47.13% 44.51% 60.96% 82.58%
50 19.33% 67.94% 30.10% 36.96% 47.87% 45.20% 61.95% 83.12%
60 19.25% 67.22% 29.93% 36.72% 47.49% 44.86% 61.34% 82.89%
70 19.14% 66.84% 29.76% 36.51% 47.22% 44.61% 60.99% 83.23%
80 19.66% 67.20% 30.42% 37.21% 47.90% 45.29% 61.48% 83.72%
90 19.78% 69.42% 30.79% 37.80% 48.95% 46.22% 63.31% 84.48%

100 20.10% 70.10% 31.24% 38.32% 49.55% 46.81% 63.98% 83.80%
110 19.60% 68.10% 30.44% 37.32% 48.22% 45.55% 62.18% 84.10%
120 19.60% 67.80% 30.41% 37.26% 48.09% 45.45% 61.94% 84.10%

As the accuracy of Random Forest classification depends heavily on the num-
ber of generated random trees used in voting, we have conducted the experiments
both on the current dataset and on the baseline dataset provided by Degórski
et al. 2008 for several different numbers of iterations (Tables 5 and 6, Figure 1b).
We have performed ten-fold cross-validation experiments instead of counting the
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Fig. 1: (a) Performance of classification with respect to the number of used n-grams,
(b) a comparison between classification performance using the baseline dataset and the
current dataset for different number of iterations.

out-of-bag error of the bagging classifier, so as to make the results as closely com-
parable with those of Degórski et al. 2008 as possible. The detailed comparison
of both sets, with respect to BRF classification accuracy for the number of iter-
ations which proved to give the best results for each of the sets, is presented in
Figure 2b.

Table 5: Ten-fold cross-validation results of the baseline dataset classification.

iterations precision recall F1 Fα=2 Fα=5 Fβ=2 Fβ=5 AUC

100 15.11% 63.03% 24.38% 30.64% 41.23% 38.57% 56.18% 80.55%
200 16.12% 64.32% 25.78% 32.21% 42.93% 40.25% 57.69% 81.26%
300 16.22% 63.77% 25.86% 32.25% 42.84% 40.20% 57.31% 81.57%
400 16.50% 63.58% 26.20% 32.59% 43.09% 40.48% 57.29% 81.62%
500 16.81% 64.13% 26.64% 33.09% 43.65% 41.03% 57.87% 81.70%
600 16.71% 63.94% 26.50% 32.92% 43.46% 40.85% 57.67% 81.70%
700 16.87% 63.59% 26.67% 33.07% 43.51% 40.92% 57.47% 81.83%
800 17.04% 64.13% 26.93% 33.38% 43.91% 41.30% 57.97% 81.87%
900 16.86% 63.59% 26.65% 33.05% 43.50% 40.91% 57.46% 81.87%

1000 16.91% 63.96% 26.75% 33.18% 43.70% 41.09% 57.78% 81.89%

As may be seen from the results of the consecutive experiments, increasing
the number of generated random trees improves the accuracy of definitional
sentences classification only up to a certain point. Above that threshold the
performance reaches a plateau and no further iterations are necessary.
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Fig. 2: ROC curve of classification: (a) using additional data preprocessing steps, (b)
using the baseline dataset and the current dataset.

Table 6: Ten-fold cross-validation results of the current dataset classification.

iterations precision recall F1 Fα=2 Fα=5 Fβ=2 Fβ=5 AUC

100 20.10% 70.10% 31.24% 38.32% 49.55% 46.81% 63.98% 83.80%
200 20.46% 68.67% 31.53% 38.46% 49.31% 46.67% 62.96% 84.35%
300 20.62% 68.68% 31.72% 38.65% 49.46% 46.84% 63.03% 84.49%
400 20.98% 69.22% 32.20% 39.19% 50.04% 47.42% 63.60% 84.59%
500 21.13% 68.86% 32.34% 39.28% 50.03% 47.43% 63.36% 84.71%
600 21.24% 68.86% 32.47% 39.41% 50.13% 47.54% 63.39% 84.73%
700 21.37% 69.04% 32.64% 39.60% 50.33% 47.74% 63.58% 84.72%
800 21.29% 69.04% 32.54% 39.51% 50.25% 47.66% 63.56% 84.78%
900 21.11% 68.68% 32.29% 39.22% 49.93% 47.34% 63.20% 84.78%

1000 21.20% 68.68% 32.40% 39.32% 50.01% 47.43% 63.23% 84.79%

While the use of Balanced Random Forest classification method alone signif-
icantly improves the definition extraction performance over other pure machine
learning based approaches (e.g., as reported by Degórski et al. 2008), it is worth
pointing out that a careful feature selection is an equally important step. We
achieve an over 18% increase in accuracy, as indicated by the Fα=2 measure, by
describing the sentences with a more representative set of attribute types.

5 Previous Work

To the best of our (and Google’s) knowledge, there is no previous NLP work
taking advantage of the Balanced variety of RFs. Apparently, the first NLP ap-
plications of the plain Random Forests are those reported in Nielsen and Pradhan
2004, for PropBank-style (Kingsbury and Palmer, 2002) role classification, and



in Xu and Jelinek 2004 (followed by a series of papers by the same authors, cul-
minating in Xu and Jelinek 2007), where they are used in the classical language
modelling task (predicting a sequence of words) for speech recognition and give
better results than the usual n-gram based approaches.

On the other hand, there is some substantial previous work on definition ex-
traction, as this is a subtask of many applications, including terminology extrac-
tion (Pearson, 1996), the automatic creation of glossaries (Klavans and Muresan,
2000, 2001), question answering (Miliaraki and Androutsopoulos, 2004; Fahmi
and Bouma, 2006), learning lexical semantic relations (Malaisé et al., 2004; Stor-
rer and Wellinghoff, 2006) and the automatic construction of ontologies (Walter
and Pinkal, 2006). Despite the current dominance of the ML paradigm in NLP,
tools for definition extraction are invariably language-specific and involve shal-
low or deep processing, with most work done for English (Pearson, 1996; Klavans
and Muresan, 2000, 2001) and other Germanic languages (Fahmi and Bouma,
2006; Storrer and Wellinghoff, 2006; Walter and Pinkal, 2006), as well as French
(Malaisé et al., 2004).

When ML methods are used, it is in combination with linguistic processing.
For example, Fahmi and Bouma 2006 applied a robust wide-coverage parser of
Dutch to select candidate definition sentences, which were then subject to a ML
classifier. They experimented with three classifiers (Naïve Bayes, SVM and Max-
imum Entropy) and a number of possible feature configurations and obtained
the best results for the Maximum Entropy classifier and feature configurations,
which included some syntactic features.

For Polish, first attempts at constructing definition extraction systems are
described — in the context of other Slavic languages — in Przepiórkowski et al.
2007b, and improved results are presented in Przepiórkowski et al. 2007a. In that
work definitions were identified on the basis of a manually constructed partial
grammar (a cascade of regular grammars over morphosyntactically annotated
XML-encoded texts), with the best grammar giving the precision of 18.69 and
recall of 59.34, which amounts to Fα=2 = 34.39. Przepiórkowski et al. 2007a
note that these relatively low results are at least partially due to the inherent
difficulty of the task: the inter-annotator agreement measured as Cohen’s κ is
only 0.31 (the value of 1 would indicate perfect agreement, the value of 0 —
complete randomness). The same dataset was used in the experiments reported
here.

An approach more directly comparable to ours is presented in Degórski et al.
2008. The general idea is analogous to that of Fahmi and Bouma 2006: first
candidate definition sentences are selected via linguistic methods and then they
are classified using ML methods. What is novel in Degórski et al. 2008 is the
very basic character of the linguistic knowledge (a small low-precision collection
of n-grams typical for definitions, including the copula, sequences corresponding
to that is and i.e., etc.), and the use of ensembles of classifiers in the second
stage. The best results reported there, the precision of 19.94, recall of 69.23, and
Fα=2 = 37.95, are significantly better than those of Przepiórkowski et al. 2007a,



but still, despite some use of a priori language-specific knowledge, worse than
the pure ML results reported here.

6 Conclusions and Future Work

Our currently reported results seem to restore hope in the machine learning
approach to the vaguely specified task of definition extraction from a small set of
text documents. It is usually the case that the smaller, less structured and more
noisy the available training data, the lesser is the advantage of such methods over
hand-crafted rules and grammars, utilizing linguistic knowledge. Thus, achieving
better results in such circumstances by a pure machine learning approach seems
to justify the necessary work on feature and classification method selection.

It would still be interesting to combine the current classification method
with manually constructed grammars, similarly as in Degórski et al. 2008, to
see if such a sequential processing scheme would further improve the definition
extraction performance. On the basis of the experiments described there, we
might expect a considerable increase in retrieval precision, at the cost of a slight
decrease in recall.
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Abstract. This paper deals with the task of definition extraction with
the training corpus suffering from the problems of small size, high noise
and heavy imbalance. A previous approach, based on manually con-
structed shallow grammars, turns out to be hard to better even by such
robust classifiers as SVMs, AdaBoost and simple ensembles of classifiers.
However, a linear combination of various such classifiers and manual
grammars significantly improves the results of the latter.

1 Introduction

Machine learning (ML) methods gave a new stimulus to the field of Natural
Language Processing and are largely responsible for its rapid development since
the early 1990ies. Their success is undisputed in the areas where relatively large
collections of manually annotated and balanced data of reasonably good quality
are available; a prototypical such area is part-of-speech tagging.

Matters are less clear when only small amounts of noisy and heavily im-
balanced training data are available; in such cases knowledge-intensive manual
approaches may still turn out to be more effective. One such task is definition
extraction, which may be approximated by the task of classifying sentences into
those containing definitions of terms and those not containing such definitions.
Previous approaches to this task usually rely on manually constructed shallow
or deep grammars, perhaps with additional filtering by ML methods.

In this paper we deal with the task of extracting definitions from instructive
texts in Slavic, as described in Przepiórkowski et al. 2007b. The aim of definition
extraction here is to support creators and maintainers of eLearning instructive
texts in the preparation of a glossary: an automatically extracted definition is
presented to the maintainer who may reject it or, perhaps after some editing,
accept it for the inclusion in the glossary. It follows from this intended application
that recall is more important than precision here: it is easy to manually reject
false positives while it is difficult to manually find false negatives not presented
by the definition extraction system.

The approach described in Przepiórkowski et al. 2007b eschews Machine
Learning and relies on manually constructed grammars of definitions. The aim
of the work presented here is to examine to what extent the same task may be



carried out with the use of ML classifiers. In particular, we adopt the Polish data
set of Przepiórkowski et al. 2007a consisting of 10830 sentences, 546 of which
are definition sentences (i.e., they are or contain definitions). Obviously, this is
a relatively small data set on which to train classifiers. Moreover, the classes are
heavily imbalanced, with the ratio of definitions to non-definitions ≈ 1:19.

To complicate matters further, it is often not clear even for humans whether
a given sentence contains a definition or not: whenever a sentence describes a
certain characteristic of a notion, the annotator must decide whether this charac-
teristic is definitional or just one of many traits of the notion. Correspondingly,
the inter-annotator agreement reported in Przepiórkowski et al. 2007a is very
low: when measured as Cohen’s κ it is equal to 0.31 (the value of 1 would indi-
cate perfect agreement, the value of 0 — complete randomness).

In the rest of the paper we first (§2) briefly present the manual grammar
approach of Przepiórkowski et al. 2007a. In the following two sections (§§3–4)
we report on the experiments of applying ML classifiers and homogeneous en-
sembles of classifiers to the same data, with results uniformly worse than those
of manually constructed grammars. However, the ensuing section (§5) demon-
strates that a combination of ML classifiers and linguistic grammars, while still
not fully satisfactory, significantly improves on the results of either approach.
Sections presenting some comparisons, suggesting future work and drawing con-
clusions end the paper (§§6–7).

2 Manual Grammars

As described in Przepiórkowski et al. 2007a, a rather simple shallow grammar of
Polish definitions, containing 48 rules (some of them consisting of rather complex
regular expressions) was developed on the basis of a development corpus of 5218
sentences (containing 304 definitions4) and fine tuned on a thematically different
corpus of 2263 sentences (with 82 definitions). The whole grammar development
process took less than 2 weeks of intensive work. The resulting grammar, called
GR′, and a relatively sophisticated baseline grammar B3, looking for copula and
similar clues for definitions, were then tested on an unseen corpus containing
3349 sentences (with 172 definitions). The results, in terms of precision (P),
recall (R), the standard F-measure (F1), as well as two F-measures giving twice
(F2) and five times (F5; cf. Saggion 2004) more weight to recall, are presented
in Table 1(a).5

Using the same grammars, we evaluated them on the whole corpus (hence,
also on parts of the corpus which were seen during grammar development),
obtaining the results in Table 1(b). Thus, any classifier with F2 higher than 36,

4 Note that these are definitions, not definition sentences: one sentence may contain a
number of definitions and, although rarely, a definition may be split into a number
of sentences.

5 We follow Przepiórkowski et al. 2007a,b in using F2 as the main measure summarising
the quality of the approach, but with an eye on F5. Also, we adopt their formula for
Fα as equal to (1+α)·P·R

α·P+R .



(a) testing corpus (b) whole corpus
P R F1 F2 F5 P R F1 F2 F5

B3 10.54 88.46 18.84 25.54 39.64 9.12 89.56 16.55 22.73 36.26
GR′ 18.69 59.34 28.42 34.39 43.55 18.08 67.77 28.54 35.37 46.48

Table 1. Evaluation of B3 and GR′ on (a) the testing corpus and on (b) the whole
corpus

when measured with the standard 10-fold cross-validation (10CV) procedure on
the whole corpus, would clearly improve on these results.

3 Single Classifiers

In the experiments reported here we assumed a relatively simple feature space:
a sentence is represented by a vector of binary features, where each feature
represents an n-gram, present or not in a given sentence. More specifically, after
some experiments we adopted as features unigrams, bigrams and trigrams of
base forms, parts of speech and grammatical cases. We chose those n-grams
which were most frequent in definitions or in non-definitions. Given the 9 n-
gram types (e.g., single base forms, bigrams of base forms, trigrams of cases,
etc.), for each type we selected 100 most frequent n-grams of this type. As a
result, each sentence is represented by a binary vector of length 781.6

For the experiments we used the WEKA tool (Witten and Frank, 2005) and
its implementation of simple decision trees (ID3 and C4.5), Naïve Bayes (NB)
classifiers, a simple lazy learning classifier IB1, as well as the currently more
popular classifiers AdaBoost (AdaBoostM1 with Decision Stumps; AB+DS) and
Support Vector Machines (nu-SVC; cf. http://www.cs.iastate.edu/~yasser/
wlsvm/). Because of the very high prevalence of one class, we experimented with
different ratios of subsampling, in each case using all definitions: 1:1 (equal num-
ber of definitions and non-definitions), 1:5 (5 non-definitions for each definition),
1:10 and 1:all (≈ 1:19, i.e., no subsampling). All experiments followed the gen-
eral 10-fold cross-validation (10CV) methodology, with the corpus split randomly
into 10 buckets of roughly the same size in such a way that each bucket contains
roughly the same number of definitions (a balanced random split). The results
are presented in Table 2.

As was expected, SVM and AdaBoost turned out to be the best classifiers for
the task at hand, as measured by F2. However, even the best classifier, based on
Support Vector Machines with the 1:5 ratio of subsampling, turned out to give
results significantly worse than the manual grammar GR′. Moreover, somewhat
surprisingly, different ratios of subsampling turned out to be optimal for different
types of classifiers: for AdaBoost the best ratio was 1:1, for C4.5, ID3, IB1 and
SVM it was 1:5, while for Naïve Bayes it turned out to be 1:all (no subsampling).

6 The length is shorter than 900 because the numbers of grammatical classes, cases
and bigrams of cases are smaller than 100 each.



Classifier Ratio P R F1 F2 F5 Comments
NB 1:1 9.50 60.07 16.41 21.66 31.84

1:5 10.53 54.58 17.65 22.79 32.16
1:10 10.75 51.83 17.80 22.79 31.66
1:all 10.94 49.82 17.94 22.80 31.28

C4.5 1:1 8.25 59.89 14.50 19.41 29.31
1:5 14.81 30.04 19.84 22.37 25.65
1:10 19.48 16.48 17.86 17.37 16.92
1:all 32.35 10.07 15.36 13.07 11.38

ID3 1:1 8.66 66.85 15.33 20.63 31.53
1:5 12.79 37.91 19.12 22.91 28.56
1:10 14.78 26.00 18.85 20.75 23.08
1:all 15.65 17.77 16.64 17.00 17.37

IB1 1:1 9.68 50.73 16.26 21.02 29.73
1:5 15.94 26.19 19.82 21.57 23.66
1:10 20.00 18.86 19.42 19.23 19.04
1:all 21.85 14.28 17.28 16.15 15.16

nu-SVC 1:1 11.79 69.05 20.14 26.37 38.16 nu=0.5
1:5 20.75 37.55 26.73 29.57 33.08 nu=0.2
1:10 27.11, 27.66 27.38 27.47 27.56 nu=0.1
1:all 33.33 16.67 22.22 20.00 18.18 nu=0.05

AB+DS 1:1 11.59 68.32 19.82 25.97 37.63 1000 iterations
1:5 28.13 23.44 25.57 24.82 24.11 1000 iterations

Table 2. Performance of the classifiers for different ratio of positive to negative exam-
ples evaluated on the whole corpus with balanced random split

4 Homogeneous Ensembles

In the next stage of experiments, homogeneous ensembles of classifiers were con-
structed. Experiments were conducted with the 6 types of classifiers with the
best subsampling (cf. the numbers in bold in Table 2), plus additional subsam-
pling ratios of IB1, SVM and AdaBoost which gave promising results in other
experiments, not reported here for lack of space. In case of Naïve Bayes, the
best performance was obtained without subsampling, although the results were
only insignificantly better than 1:5 and 1:10 subsampling, with the subsam-
pling configurations performing better in ensembles. For this reason NB without
subsampling was not considered further. The summary of the best remaining
ensembles, in comparison with the two grammars, is presented in Table 3. For
each of these 9 classifiers, homogeneous ensembles (i.e., collections of classifiers
of the same type) were constructed consisting of 1, 3, 5, 9 and 15 classifiers, with
the final decision reached via simple voting. In most cases, with the exception of
one type of IB1 and one type of AdaBoost, ensembles of 15 or 9 classifiers gave
best results. Note that, again, SVM and AdaBoost gave best results and, again,
while the ensemble of 9 SVMs (with 1:5 subsampling) reached F2 close to that
of GR′ (31.49 vs. 34.39/35.37), no classifier surpassed the manual approach in
terms of the two F-measures favouring recall.



Classifier P R F1 F2 F5

9 × nu-SVC (1:5) 24.11 37.18 29.25 31.49 34.10
9 × AdaBoost 1000 it. (1:1) 13.24 72.34 22.39 29.08 41.48

15 × ID3 (1:5) 24.73 29.30 26.82 27.60 28.43
15 × NB (1:10) 10.75 52.01 17.81 22.81 31.71
9 × C4.5 (1:5) 24.07 24.91 24.48 24.62 24.76

15 × IB1 (1:5) 17.80 24.54 20.63 21.79 23.08
9 × nu-SVC (1:10) 30.79 26.56 28.52 27.83 27.18
1 × AdaBoost 1000 it. (1:5) 28.13 23.44 25.57 24.82 24.11
1 × IB1 (1:10) 20.00 18.86 19.42 19.23 19.04

Grammar B3 9.12 89.56 16.55 22.73 36.26
Grammar GR′ 18.08 67.77 28.54 35.37 46.48

Table 3. Performance of the selected classifiers and the grammars evaluated on the
whole corpus (10CV)

At this point, much more time had been spent on ML experiments than the
“less than two weeks” spent by Przepiórkowski et al. 2007a on the development
of manual grammars for the same task. Of course, this does not warrant the
conclusion that definition extraction should be approached linguistically rather
than statistically, as many factors play a role here, including the level of exper-
tise in grammar writing, the experience in constructing classifiers, the assumed
feature space, the exact character of the data, etc. Nevertheless, it seems that
in case of small, noisy, imbalanced data, a manual “linguistic” approach may be
a viable alternative to the dominant statistical machine learning paradigm.

5 Linear Combination of Grammars and Ensembles

If simple homogeneous ensembles of common classifiers do not give better results
than manual grammar, perhaps they can be combined with the grammars to
improve their results? Various such modes of combination are possible and, in a
different paper, we describe some promising results of a sequential combination
of the baseline grammar B3 and ML classifiers (Degórski et al., 2008).

In this section we present the results of a linear combination of the 9 en-
sembles of classifiers introduced in the previous section, each treated as a single
classifier here, with the two grammars: B3 and GR′.

In order to assign weights to particular classifiers, let us first introduce some
notation. Let D+(x) mean that x is a definition, D−(x) — that x is not a
definition, D+

i (x) — that x is classified as a definition by the classifier i, D−
i (x)

— that x is classified as a non-definition by the classifier i, and finally, TPi, etc.
are the numbers of true positives, etc., according to the classifier i.

We can estimate the probability p+
i (x) that a given sentence x is really a

definition, if the classifier i says that it is a definition, in the following way:

p+
i (x) = p(D+(x)|D+

i (x)) =
p(D+(x) ∧ (D+

i (x)))
p(D+

i (x))
≈

TPi

TPi + FPi



Similarly, given that the classifier says that x is not a definition, the probability
of x actually being a definition is:

p−
i (x) = p(D+(x)|D−

i (x)) =
p(D+(x) ∧ (D−

i (x)))
p(D−

i (x))
≈

FNi

FNi + TNi

Let us then define di(x) as follows:

di(x) =






T Pi
T Pi+F Pi

, if x is classified as definition

F Ni
F Ni+T Ni

, if x is classified as non-definition

Assuming that each of the N classifiers votes for the definitory status of x

with the strength proportional to the estimated probability given above, the
decision of the whole ensemble of N classifiers may be calculated as:

d(x) =
∑N

i=1 di(x)
N

If d(x) > δ, the linear combination classifies x as a definition, otherwise — as a
non-definition.

What is the best value of the cut-off point δ? The examination of different
values close to the estimated probability that a sentence is a definition (cf. Ta-
ble 4) shows that for δ = 0.08, F2 reaches almost the value of 39, significantly
higher than either the F2 for the grammar GR′ alone or the best F2 for pure
ML classifiers.7

It is interesting to what extent the improvement is the effect of combining
various types of ML classifiers, and to what extent the presence of grammars B3
and GR′ affects the results. To this end, final experiments were performed, where
three linear combinations of classifiers were trained on the part of the corpus
seen when developing the grammars (cf. §2) and tested on the remaining unseen
portion of the data.8 These combinations are: the 9 ML classifiers (9ML), 9 ML
classifiers and B3 (9ML+B3), and finally all 11 classifiers (9ML+B3+GR′). The
best results of these combinations (i.e., for the best cut-off points) are presented
in Table 5 and they clearly indicate the crucial role played by the full grammar
GR′ in such heterogeneous ensembles.9

7 In fact, in some of the other experiments, with weights assigned in less principled
ways, F2 exceeded 39. Moreover, this value is also higher than F2 for the unanimous
voting combination of B3 and GR′, where F2 = 37.28, as measured on the whole
corpus.

8 This way of evaluation is unfavourable both to the grammars (they are tested on data
unseen during their development) and to ML classifiers (they are trained on a smaller
part of the corpus than in case of 10CV). When tested on the whole corpus, with
10CV, the best F2 results for 9ML, 9ML+B3 and 9ML+B3+GR′ were, respectively,
35.80, 35.75 and, as already reported, 38.90. Note that the first two results, for
combinations without GR′, are still lower than the results for the combination of B3
and GR′ mentioned in the previous footnote.

9 But note that here the result of 9ML+B3+GR′ is only slightly better than that of
GR′ alone as tested on the same data; cf. Table 1(a).



δ P R F1 F2 F5

0.05 12.53 84.25 21.81 28.97 43.11
0.06 17.63 71.79 28.31 35.48 47.49
0.07 21.32 61.72 31.69 37.82 46.90
0.08 25.17 53.48 34.23 38.90 45.04
0.09 27.08 46.52 34.23 37.54 41.55
0.10 30.61 39.74 34.58 36.15 37.86
0.11 32.66 32.60 32.63 32.62 32.61
0.12 36.97 28.57 32.23 30.91 29.70
0.13 40.64 25.46 31.31 29.08 27.15

Table 4. Performance of the linear combination of classifiers for various values of δ as
evaluated on the whole corpus (10CV)

classifier δ P R F1 F2 F5

9ML 0.07 18.16 40.11 25.00 28.59 33.38
9ML+B3 0.07 18.56 41.21 25.60 29.30 34.25
9ML+B3+GR′ 0.06 17.19 57.14 26.43 32.20 41.19

Table 5. The effect of grammars on the performance of the linear combination of
classifiers, evaluated on the testing corpus

6 Comparisons and Future Work

We are not aware of other work of similar scope comparing and combining ma-
chine learning and linguistic approaches to definition extraction, or to other
NLP tasks based on small, noisy and heavily imbalanced data, although there
is a rich literature on combining inductive and manual approaches to tagging,
where a similar synergy effect is usually observed. Previous work on definition
extraction, mainly for English and other Germanic languages, usually consists of
a simple sequential combination of grammatical parsing and ML filtering. Often
only precision or only recall is cited, so it is difficult to directly compare our
approach to these other approaches.

There are very many possible improvements to the work reported here, start-
ing from the selection of features, through the selection of classifiers for the linear
combination, to the better assignment of weights to particular (homogeneous en-
sembles of) classifiers. Moreover, in other work (Degórski et al., 2008) we describe
a sequential combination of the baseline grammar B3 and ML classifiers which
achieves results comparable to GR′, but without the need for the development of
a grammar more sophisticated than B3. A rather different approach worth purs-
ing seems to be the employment of random forests (Breiman, 2001). Although
basic random forests have already been applied in NLP with satisfactory results
(Xu and Jelinek, 2004), balanced random forests (Chen et al., 2004), particularly
well suited in heavily imbalanced classification tasks, still remain to be explored
(see Kobyliński and Przepiórkowski 2008).



7 Conclusion

In the days of the — fully deserved — dominance of inductive methods, any
solutions involving the manual coding of linguistic knowledge must be explicitly
justified. We have shown that, in case of a task relying on very low-quality
(small, noisy, imbalanced) training data, manual methods still rival statistical
approaches. On the other hand, even in such difficult tasks, ML may be very
useful, not as a replacement of hand-coded grammars, but as a support for
them: our combination of linguistic grammars and homogeneous ensembles of
various classifiers achieves results significantly higher than either of the two
pure approaches. We conclude that, while firing linguists may initially increase
the performance of a system, perhaps a few of them should be retained in a
well-balanced heterogeneous NLP team.
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Abstract. In this paper we present a rule-based system for automatic
extraction of definitions from Portuguese texts. As input, this system
takes text that is previously annotated with morpho-syntactic informa-
tion, namely on POS and inflection features. It handles three types of
definitions, whose connector between definiendum and definiens is the
so-called copula verb “to be”, a verb other that one, or punctuation
marks. The primary goal of this system is to act as a tool for supporting
glossary construction in e-learning management systems. It was tested
using a collection of texts that can be taken as learning objects, in three
different domains: information society, computer science for non experts,
and e-learning. For each one of these domains and for each type of defi-
nition typology, evaluation results are presented. On average, we obtain
14% for precision, 86% for recall and 0.33 for F2 score.

1 Introduction

The aim of this paper is to present a rule-based system for the automatic ex-
traction of definitions from Portuguese texts, and the result of its evaluation
against test data made of texts belonging to the domains of computer science,
information society and e-learning.

In this work, a definition is assumed to be a sentence containing an ex-
pression (the definiendum) and its definition (the definiens). In line with the
Aristotelic characterization, there are two types of definitions that typically can
be considered, the formal and the semi-formal ones [1]. Formal definitions follow
the schema X = Y + C, where X is the definiendum, ” = ” is the equivalence
relation expressed by some connector, Y is the Genus, the class of which X is a
subclass, and C represents the characteristics that turn X distinguishable from
other subclasses of Y . Semi-formal definitions present a list of characteristics
without the Genus.

In both types, in case the equivalence relation is expressed by the verb “to
be”, such definition is classified as a copula definition, as exemplified below:



FTP é um protocolo que possibilita a transfêrencia de arquivos de um local

para outro pela Internet.

FTP is a protocol that allows the transfer of archives from a place to another

through the Internet.

Definitions are not limited to this pattern [2, 3]. It is possible to find defini-
tions expressed by:

– punctuation clues:
TCP/IP: protocolos utilizados na troca de informaç~oes entre computadores.

TCP/IP: protocols used in the transfer of information between computers.

– linguistic expressions other than the copular verb:
Uma ontologia pode ser descrita como uma definiç~ao formal de objectos.

An ontology can be described as a formal definition of objects.

˜
– complex syntactic patterns such as apposition, inter alia:

Os Browsers, Navegadores da Web, podem executar som.

Browsers, tools for navigating the Web, can also reproduce sound.

The definitions taken into account in the present work are not limited to
copula definitions. The system is aimed at identifying definitory contexts based
on verbs other than “to be” and punctuation marks that act as connectors
between the two terms of a definition. Here, we will be calling verb definition
to all those definitions that are introduced by a verb other than “to be”, and
punctuation definitions to the ones introduced by punctuation marks.

The research presented here was carried out within the LT4eL project1

funded by European Union (FP6) whose main goal is to improve e-learning
systems by using multilingual language technology tools and semantic web tech-
niques. In particular, a Learning Management System (LMS) is being improved
with new functionalities such us an automatic key-words extractor [4] and a glos-
sary candidate extractor. In this paper, we will focus on the module to extract
definition from Portuguese documents.

The reminder of the paper is organized as follows. In Sect. 2 we present the
corpus collected in order to develop and test our system. In Sect. 3 the grammars
developed to extract definition are described.

In Sect. 4, the results of the evaluation of the grammar, in terms of recall,
precision and F2-score, are presented and discussed.

An errors analysis and a discussion on possible alternative methods to eval-
uate our system are provided in Sec. 5

In Sect. 6, we discuss some related work with special attention to their eval-
uation results, and finally in Sect. 7 conclusions are presented as well as possible
ways to improve the system in future work.

1 www.lt4el.eu
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2 The Corpus

The corpus collected in order to develop and test our system is composed by
33 documents covering three different domains: Information Technology for non
experts, e-Learning, and Information Society.

Table 1. Corpus domain composition

Domain tokens
Information SocietyS 92825

Information Technology 90688
e-Learning 91225

Total 274000

Table 1 shows the composition of the corpus.
The documents were preprocessed in order to convert them into a common

XML format, conforming to a DTD derived from the XCES DTD for linguisti-
cally annotated corpora [5].

The corpus was then automatically annotated with morpho-syntactic infor-
mation using the LX-Suite [6]. This is a set of tools for the shallow processing
of Portuguese with state of the art performance. This pipeline of modules com-
prises several tools, namely a sentence chunker (99.94% F-score), a tokenizer
(99.72%), a POS tagger (98.52%), and nominal and verbal featurizers (99.18%)
and lemmatizers (98.73%).

The last step was the manual annotation of definitions. To each definitory
context was assigned the information about the type of definition. The defi-
nition typology is made of four different classes whose members were tagged
with is def, for copula definitions, verb def, for verbal non copula definitions,
punct def, for definitions whose connector is a punctuation mark, and finally
other def, for all the remaining definitions. Table 2 displays the distribution of
the different types of definitions in the corpus.

Table 2. The distribution of types of definitions in the corpus

Type Information Society Information Technology e-Learning Total
is def 80 62 24 166

verb def 85 93 92 270
punct def 4 84 18 106
other def 30 54 23 107

total 199 295 157 651

The domains of Information Society and Information Technology present a
higher number of definitions, in particular of copula definitions. The reason could
be that this domain is composed by documents conceived to serve as tutorials
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for non experts, and have thus a more didactic style. In Sect. 4, we will see how
this difference can affect the performance of the system.

In Fig. 1, we present a sample of the final result. Of particular interest for
the development of our grammars are the attribute base, containing the lemma
of each word, the attribute ctag, containing the POS information, and the msd

with the morpho-syntactic information on inflection.

Fig. 1. The sentence O TCP é um protocolo que divide a informaç~ao em pacotes

(The TCP is a protocol that splits information into packets) in final XML
format.

3 The Grammars

The grammars we developed are regular grammars based on the tools lxtrans-
duce, a component of the LTXML2 tool set developed at the University of Ed-
inburgh2. It is a transducer which adds or rewrites XML markup on the basis of
the rules provided.

Lxtansduce allows the development of grammars containing a set of rules,
each of which may match part of the input. Grammars are XML documents
conforming to a DTD (lxtransduce.dtd). The XPath-based rules are matched
against the input document. These rules may contain simple regular-expression,
or they may contain references to other rules in sequences or in disjunctions,
hence making it possible to write complex procedures on the basis of simple
rules.

All the grammars we developed present a similar structure and can be di-
vided in 4 parts. The first part is composed by simple rules for capturing nouns,
2 http://www.ltg.ed.ac.uk/˜richard/ltxml2/lxtransduce-manual.html
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adjectives, prepositions, etc. The second part by rules that match verbs. The
third part is composed by rules for matching nouns and prepositional phrases.
The last part consist of complex rules that combines the previous ones in order
to match the definiens and the definiendum.

A development corpus, consisting of 75% of the whole 274 000 token corpus,
was inspected in order to obtain generalizations helping to concisely delimit
lexical and syntactic patterns entering in definitory contexts. This sub-corpus
was used also for testing the successive development versions of each grammar.

The held out 25% of the corpus was thus reserved for testing the system.
Three grammars were developed, one for each of the three major types of

definitions, namely copula, other verbs, and punctuation definitions.

A sub-grammar for copula definition Initially we developed a baseline
grammar for this type of definition. This grammar marked as definition all that
sentences containing the verb “to be” as the main verb of the sentence. In order
to improve this grammar with syntactic information, copula definitions manually
marked in the developing corpus were gathered. All information was removed
except for the information on part-of-speech in order to discover the relevant
patterns. Patterns occurring more than three times in the development corpus
were implemented in this sub-grammar. Finally the syntactic patterns of all
the sentence erroneously marked as definition by the baseline grammar were
extracted and analyzed, in order to discover patterns that were common to good
and bad definition. We decide not to implement in our grammar patterns whose
occurrence was higher in the erroneously marked definitions that in the manually
marked ones. We ended up with a grammar composed by 53 rules, 37 simple rules
(capturing nouns, adjectives, prepositions, etc), 5 rules for capturing the verbal
part, 9 for noun and prepositional phrases and 2 rules for capturing the definitory
context.

The following rule is a sample of the rules in the copula sub-grammar.

<rule name="copula1">

<seq>

<ref name="SERdef"/>

<best> <seq>

<ref name="Art"/>

<ref name="adj|adv|prep|" mult="*"/>

<ref name="Noun" mult="+"/> </seq>

<ref name="tok" mult="*"/>

<end/> </seq> </rule>

This is a complex rule that make use of other rules, defined previously in the
grammar. This rule matches a sequence composed by the verb “to be” followed by
an article and one or more nouns. Between the article and the noun an adjective
or an adverb or a preposition can occur. The rule named SERdef matches the
verb “to be” only if it occurs in the third person singular or plural of the present
or future past or in gerundive or infinitive form.
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A sub-grammar for other verbs definition In order to develop a gram-
mar for this kind of definitions we start immediately to extract lexico-syntactic
patterns. In fact it is hard to figure out how a baseline grammar could be imple-
mented. We decided to follow the same methodology used for copula definition.
In a first phase we extracted all the definitions whose connector was a verb other
than “to be”, and collected all such verbs appearing in the developing corpus,
obtaining a list of definitory verbs. This list was improved by adding synonyms.
We decided to exclude some verbs initially collected from the final list because
their occurrence in the corpus is very high, but their occurrence in definitions is
very low. Their introduction in the final list would not improve recall and would
have a detrimental effect on the precision score. We ended up with 46 different
verbs.

In a second phase we divided all the verbs obtained in three different classes:
verbs that appear in active form, verbs that appear in passive form and verb
that appear in reflexive form. For each class a syntectic rule was wrote. This
information was listed in a separate file called lexicon.

The following rule is a sample of how verbs are listed in the lexicon.

<lex word="significar"> <cat>act</cat> </lex>

In this example the verb significar (”to mean”) is listed, in his infinitive
form that corresponds to the attribute base in the corpus. The tag cat allows
to indicate a category for the lexical item. In our grammar, act indicates that
the verb occurs in definitions in the active form. A rule was written to match
this kind of verbs:

<rule name="ActExpr">

<query match="tok[mylex(@base) and (@msd[starts-with(.,’fi-3’)]

or @msd[starts-with(.,’pi-3’)])]"constraint="mylex(@base)/cat=’act’"/>

<ref name="Adv" mult="?"/>

</rule>

This rule matches a verb in present and future past (third person singular
and plural), but only if the base form is listed in the lexicon and the category
is equal to act. Similar rules were developed for verbs that occur in passive and
reflexive form. This grammar is composed by by 64 rules: 42 simple rules , 10
rules capturing verbs, 9 for matching noun and prepositional phrases and 3 rule
for capturing the definitory context.

A sub-grammar for punctuation definition In this sub-grammar, we take
into consideration only those definitions introduced by a colon mark since it
is the more frequent pattern in our data. The following rule characterizes this
grammar. It marks up sentences that start with a noun phrase followed by a
colon. This initial grammar is composed by 15 rules: 10 simple rules, 3 to capture
noun phrase and 2 for matching the definition.

6



<rule name="punct_def">

<seq> <start/>

<ref name="CompmylexSN" mult="+"/>

<query match="tok[.~’^:’]"/>

<ref name="tok" mult="+"/>

<end/> </seq> </rule>

4 Results

In this section we report on the results of the three grammar. Further more
the results of a fourth grammar are presented. This grammar was obtained by
combing the previous three in order to obtain the general performance of our
system.

Scores for Recall, Precision and F2-measure, for developing corpus (dv) and
for test (ts) corpus are indicated.

These scores were calculated at the sentence level: a sentence (manually or
automatic annotated) is considered a true positive of a definition if it contains a
part of a definition. Recall is the proportion of the sentences correctly classified
by the system with respect to the sentences (manually annotated) containing a
definition. Precision is the proportion of the sentences correctly classified by the
system with respect to the sentences automatically annotated.

We opted for an F2-measure instead of an F1 one because of the context in
which this system is expected to operate. Since the goal is to help the user in
the construction of a glossary, it is important that the system retrieves as many
definition candidates as possible. The final implementation will allow user to
quickly delete or modificate bad definitions.

Table 4 displays the results of the copula grammar. These results can be put
in contrast with those obtained with a grammar that provides the performance
of the baseline grammar for copula definitions. An improvement of 0.18 in the
F2-measure was obtained.

Table 3. Baseline for copula grammar

Precision Recall F2

dv ts dv ts dv ts
IS 0.11 0.12 1.00 0.96 0.27 0.29
IT 0.09 0.26 1.00 0.97 0.22 0.51
e-L 0.04 0.50 0.82 0.83 0.12 0.14

Total 0.09 0.13 0.98 0.95 0.22 0.31

Table 4. Results for copula grammar

Precision Recall F2

dv ts dv ts dv ts
IS 0.40 0.33 0.80 0.60 0.60 0.47
IT 0.26 0.51 0.56 0.67 0.40 0.61
e-L 0.13 0.16 0.54 0.75 0.26 0.34

Total 0.30 0.32 0.69 0.66 0.48 0.49

The results obtained with the grammar for other verbs are not as satisfactory
as the ones obtained with the copula grammar. This is probably due to the larger
diversity of patterns and meaning for each such verb.

As can be seen in Table 2, only 4 definitions of this type occur in the doc-
uments of the IS domain and 18 in the e-learning domain. Consequently, this
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grammar for punctuation definitions ended up by scoring very badly in these
documents. Nevertheless, the global evaluation result for this sub-grammar is
better than the results obtained with the grammar for other verb definitions.

Table 5. Results for verb grammar

Precision Recall F2

dv ts dv ts dv ts
IS 0.13 0.08 0.61 0.78 0.27 0.19
IT 0.13 0.22 0.63 0.66 0.28 0.39
e-L 0.12 0.13 1 0.59 0.28 0.27

Total 0.12 0.14 0.73 0.65 0.27 0.29

Table 6. Results for punctuation grammar

Precision Recall F2

dv ts dv ts dv ts
IS 0.00 0.00 0.00 00 0.00 0.00
IT 0.48 0.43 .68 0.60 0.60 0.53
e-L 0.05 0.00 0.58 0.00 0.13 0.00

Total 0.19 0.28 0.64 0.47 0.35 0.38

Finally, Table 7 presents the results obtained by a grammar that combines
all the other three sub-grammars described in this work. This table gives the
overall performance of the system based on the grammars developed so far, that
is, this result represents the performance the end user will face when he will be
using the glossary candidate detector.

To obtain the precision and recall score for this grammar, it is not necessary
anymore to take into account the type of definition. Any sentence that is correctly
tagged as a definitory context (no matter which definition type it receives) will
be brought on board.

As can be seen, the recall value remains quite high, 86%, while it is clear
that for the precision value (14%), there is much room for improvement yet.

Table 7. The combined result

Precision Recall F2

dv ts dv ts dv ts
IS 0.14 0.14 0.79 0.86 0.31 0.32
IT 0.21 0.33 0.66 0.69 0.38 0.51
e-L 0.11 0.11 0.79 0.59 0.25 0.24

Total 0.15 0.14 0.73 0.86 0.32 0.33

In many cases we obtained better results for the test corpus than for the
developing one, and this represents an unsuspected result. In order to explain
this outcome we analyzed the two sub-corpora separately. When we split the
corpus in two parts we just toke in account the size of the two corpora end
not the number of definitions in each one. As a matter of fact the developing
corpus is characterized by 364 definitory contexts while the training corpus is
characterized by 287 definitions. This means that the developing corpus has 55%
of all definition instead of 75%, as a consequence the definition density is lower
in this corpus than in the test corpus. This result supports our initial hypothesis
that the style of a document influence the performance of the system.
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5 Error Analysis

As expected, the results obtained with documents from the Information Society
and Information Technology domains are better than the results obtained with
documents from the e-Learning domain. This confirms our expectation drawn
from the style and purpose of the material involved. Documents with a clear
educational purpose, like those from IS and IT sub-corpora, are more formal in
the structure and are more directed towards explaining concepts, many times
via the presentation of the associated definitions. On the other hand, documents
with a less educative purpose present less explicit definitions and for this reason
it is more difficult to extract definitory contexts from them using basic patterns.
More complex patterns and a grammar for deep linguistic processing are likely
to be useful in dealing with such documents.

Also worth noting is the fact that though the linguistic annotation tools
that were used score at the state of the art level, the above results can be
improved with the improvement of the annotation of the corpus. A few errors
in the morpho-syntactic annotation were discovered during the development of
the grammars that may affect the performance of the grammars.

On the evaluation methodology. Determining the performance of a defi-
nition extraction system is not a trivial issue. Many authors have pointed out
that a quantitative evaluation as the one we carried out in this work may not
be completely appropriate [7]. The first question that arises is about the defini-
tion of definitions. If different people are given the same document to mark with
definitions, the result may be quite different. Some sentences will be marked by
everybody, while others will not. As show in similar studies [8], when different
people are asked to mark definitions in a document agreement may be quite low.
This can in part explain the low precision we obtained for our system.

Also interesting to note is that a different, perhaps complementary, approach
to evaluation is possible. The DEFINDER [9] system for automatic glossary con-
struction was evaluated using a qualitative approach. The definitions extracted
by the system were evaluated by end users along three different criteria: read-
ability, usefulness and complexness, taking into account the knowledge of the
end user in the domain. This method may be an important complement to the
quantitative approach used here.

6 Related Work

In this section, we discuss studies that are related to the work reported here and
whose results and methods may be put in contrast with ours.

Note however that comparing the results of different studies against ours is
in most cases not easy. Many researches only report recall or precision, or don’t
specify how these values were obtained (e.g. token level vs. sentence level). The
nature of the corpora used (size, composition, structure, etc.) is another sensible
aspect that makes comparison more difficult. Also different systems are tuned to
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finding definitions with different purposes, for instance for relations extraction,
or for question answering, etc.

Regarding the methods used for this task, the detection of morpho-syntactic
patterns is the most used technique. Since the beginning of 90’s Hearst [10]
proposed a method to identify a set of lexico-syntactic patterns (e.g. such NP
as NP, NP and other NP, NP especially NP, etc) to extract hyponym relations
from large corpora and extend WordNet with them. This method was extended
in recent years to cover other types of relations[11]. In particular, Malaise and
colleagues [2] developed a system for the extraction of definitory expressions
containing hyperonym and synonym relations from French corpora. They used
a training corpus with documents from the domain of anthropology and a test
corpus from the domain of dietetics. The evaluation of the system using a corpus
of a different domain makes results more interesting as this puts the system under
a more stressing performance. Nevertheless, it is not clear what is the nature and
purpose of the documents making this corpora, namely if they are consumer-
oriented, technical, scientific papers, etc. These authors used lexical-syntactic
markers and patterns to detect at the same time definitions and relations. For
the two different, hyponym and synonym, relations, they obtained, respectively,
4% and 36% of recall, and 61% and 66% of precision.

Saggion [12] combines probabilistic technics with shallow linguistic analysis.
In a first stage are collected 20 candidate texts with a probabilistic document
retrieval system using as input the definition question expanded with a list of
related terms. In a second stage the candidate sentences are analyzed in order
to match the definition patterns. Regarding the results obtained at the TREC
QA 2003 competition, he reports F5 score, where the recall is 5 times more
important than precision. His system obtained a F-score of 0.236, where the
best score in the same competition was of 0.555 and the median was of 0.192.
The main difference between this task and our work resides in the fact that we
do not know beforehand the expressions that should receive definitions. This
lack of information makes the task more difficult because it not possible to use
the term as a clue for extracting its definitions.

DEFINDER [9], an automatic definition extraction system combines shallow
natural language processing with deep grammatical analysis. Furthermore it
makes use of cue-phrase and structural indicators that introduce definitions and
the defined term. In terms of quantitative evaluation, this system presents 87%
precision and 75% recall. This very high values are probably due to the nature
of the corpus composed by consumer oriented medical jornal article.

More recently machine learning techniques were combined with patterns
recognition in order to improve the general results. In particular [13] used a
maximum entropy classifier to extract definition and syntactic features to dis-
tinguish actual definitions from other sentences.

Turning more specifically to the Portuguese language, there is only one pub-
lication in this area. Pinto and Oliveira [14] present a study on the extraction of
definitions with a corpus from a medical domain. They first extract the relevant
terms and then extract definitions for each term. The comparison of results is
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not feasible because they report results for each term. Recall and precision range
between 0% and 100%.

By using the same methodology for Dutch as the one used here, Westerhout
and Monachesi [8] obtained 0.26 of precision and 0.72 of recall, for copula defini-
tions, and 0.44 of precision and a 0.56 of recall, for other verbs definition. This
means that their system outperforms ours in precision though not in recall.

7 Conclusions and Future Work

In this work, we presented preliminary results of a rule-based system for the
extraction of definitions from corpora. The practical objective of this system is
to support the creation of glossaries in e-learning environments, and it is part
of a larger project aiming at improving e-learning management systems with
human language technology.

The better results were obtained with the system running over documents
that are tutorials on information technology, where it scored a recall of 69%
and a precision of 33%. For less educational oriented documents, 59% and 11%,
respectively, was obtained.

We also studied its performance on different types of definitions. The better
results were obtained with copula definitions, with 67% of recall and 51% of
precision, in the Information Technology domain.

Compared to work and results reported in other publications concerning
related research, our results seem thus very promising. Nevertheless, further
strategies should be explored to improve the performance of the grammar, in
particular its precision.

In general, we will seek to take advantage of a module that allows deep
linguistic analysis, able to deal with anaphora and apposition, for instance. At
present, we know that a grammar for deep linguistic processing of Portuguese is
being developed [15]. We plan to integrate this grammar in our system.

Regarding punctuation definition, the pattern in the actual grammar can
also be extended. At present, the pattern can recognize sentences composed by
a simple noun followed by a colon plus the definition. Other rules with patterns
involving brackets, quotation marks, and dashes will be integrated.

Finally, in this work we ignored an entire class of definitions that we called
“other definition”, which represents 16% of all definitions in our corpus. These
definitions are introduced by lexical clues such as that is, in other words, etc.
This class also contains definitions spanning over several sentences, where the
terms to be defined appear in the first sentence, which is then characterized by a
list of features, each one of them conveyed by expressions occurring in different
sentences. These patterns need thus also to be taken into account in future efforts
to improve the grammar and its results reported here.
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